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ABSTRACT 

The issue of icing has been around for decades in aviation industry, and while 

notable improvements have been made in the study of the formation and process of icing, 

the prediction of icing events is a challenge that has yet to be completely overcome. Low 

level icing prediction, particularly in complex terrain, has been bumped to the back 

burner in an attempt to perfect the models created for in-flight icing. However, over the 

years there have been a number of different, non-model methods used to better refine the 

variable involved in low-level icing prediction. 

One of those methods comes through statistical analysis and modeling, 

particularly through the use of the Classification and Regression Tree (CART) 

techniques. These techniques examine the statistical significance of each predictor within 

a data set to determine various decision rules. Those rules in which the overall 

misclassification error is the smallest are then used to construct a decision tree and can be 

used to create a forecast for icing events. 

Using adiabatically adjusted Rapid Update Cycle (RUC) interpolated sounding 

data these CART techniques are used in this study to examine icing events in the White 

Mountains of New Hampshire, specifically on the summit of Mount Washington. The 

Mount Washington Observatory (MWO), which sits on the summit and is manned year 

around by weather observers, is no stranger to icing occurrences. In fact, the summit sees 

icing events from October all the way until April, and occasionally even into May. In this 

study, these events are examined in detail for the October 2010 to April 2011 season, and 

five CART models generated for icing in general, rime icing, and glaze icing in attempt 

to create a decision tree or trees with a high predictive accuracy. 
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Also examined in this study for the October 2010 to April 2011 icing season is the 

Air Weather Service  Pamphlet(AWSP) algorithm, a decision tree model currently in use 

by the Air Force to predict icing events. Producing an icing forecast with this model 

requires the user to manually work through each branch. Previous work to this end was 

completed by Stanley et al. 2002, and the goal of this study is to further that work by 

automating the AWSP using the adiabatically adjusted RUC interpolated sounding data 

as a test set in an attempt to produce an effective automated forecast tool for icing events 

in complex terrain. 
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CHAPTER 1 

1. Background 

The issue of icing has been around for decades in the aviation industry, and while 

marked improvements have been made in the study of the processes of icing, the 

prediction of icing events is a challenge that has yet to be completely overcome. Low 

level icing prediction, particularly in complex terrains, has been bumped to the back 

burner in an attempt to perfect the models created for in-flight or cruising level icing 

prediction. However, over the years there have been a number of different, non-model 

algorithms produced to better refine the variables involved in low level icing prediction. 

a. Icing process and types 

Icing occurs when supercooled liquid water droplets impact different surfaces and 

begin to accrete. The amount and distribution of these supercooled droplets depends on a 

number of cloud-scale and mesoscale processes such as cloud formation, fronts, and 

terrain (Politovich 2003). These physical processes in turn supply different temperature, 

dewpoint, precipitation, and lifting regimes that can determine the probability and 

intensity of icing events, as well as which of the three types of icing, glaze, rime, or 

mixed, will occur. A description of these types of icing and conditions conducive to each 

is given below in Table 1.  

1) GLAZE ICE 

Glaze, or clear ice, which is usually found in cumuliform clouds, occurs when 

supercooled droplets strike a surface, but the entire drop doesn‟t freeze on contact. 

Instead only a small part freezes right away and the rest flows or smears across a surface, 

freezing much slower with very few air bubbles remaining. This leaves a smooth, 

translucent and much denser ice layer (COMET 1998). Temperatures are warmest in this 
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type of icing, usually just below freezing, but no colder than -10°C. Along with these 

temperatures, the environment is most conducive to glaze icing when liquid droplets are 

large and liquid water content is high, 30-50 μm and 0.5-0.7 gm
-3

 respectively (Politovich 

2003). The extra amount of water in the atmosphere slows the latent heat of freezing 

enough that droplets don‟t freeze on contact, but are allowed to spread and create the 

relatively smooth layer that occurs with glaze icing (Cornell 1995). 

2) RIME ICE 

When supercooled droplets do completely freeze on contact, a different kind of 

icing, called rime ice, forms. This type of icing is most often found in stratiform clouds, 

and is more common than glaze icing, occurring at temperatures much below -15°C, but 

not less than -40°C. It is most conducive not only with very cold temperatures, but also in 

environments of small droplets, 10-20 μm, and lower liquid water content, 0.3-0.5 gm
-3

 

(Politovich 2003). The lower water content and colder temperatures causes the latent heat 

of freezing to be transferred quickly from the droplets, and allows for much more rapid 

freezing of water droplets. Because the droplets freeze so quickly there are often many air 

bubbles trapped inside and the ice takes on a milky and featherlike appearance (Cornell 

1995). 

3) MIXED ICE 

The third type of icing, mixed icing, is a combination of rime and glaze icing. 

This occurs when temperatures are between -10°C and -15°C, and there are varying sizes 

of water droplets and amounts of liquid water. Typically this only occurs on an aircraft in 

flight as it moves along its flight path from one environment to another, though it can 

occur on terrain surfaces over which there are layers of both cumuliform and stratiform 
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clouds. Because of the varying temperature, droplet, and liquid water content conditions, 

layers of both rime and clear ice form on surfaces creating a combination of rough and 

smooth layers of ice (Cornell 1995).  

Table 1. The typical conditions for each of the three types of icing 

 glaze rime mixed 

temperatures 0 to -10°C -15 to -20°C or less -10 to -15°C 

droplet size 30-50μm 10-20μm varying sizes 

liquid water content  0.5-0.7gm
-3 

0.3-0.5gm
-3 

varying sizes 

cloud type cumuliform stratiform multiple types  

appearance translucent, dense, 

smooth 

featherlike, milky, 

rough 

varying layers of 

both rime and glaze 

 

b. Variables in the formation of icing 

In the attempt to predict icing events a good understanding of the variables 

involved in the icing process is needed. Though the different types of icing require 

different atmospheric conditions, they are all dependent on the same things: liquid water 

content (LWC), water droplet size, temperature and dewpoint, and sustained lift.  

1)  LIQUID WATER CONTENT (LWC) 

Liquid Water Content (LWC) is the density of water in a cloud and represents the 

amount of water available to accrete onto a surface. Generally for icing to occur, a higher 

LWC value is ideal, from > 1 gm
-3

; however, in reality LWC values generally are lower, 

between 0.3 and 0.7 gm
-3

. The amount of LWC, while overall low, differs in each of the 

three types of icing because of the water content of different types of clouds.  

Cumuliform clouds, particularly convective cumuliform clouds, are usually 

formed due in part to the continual stream of moisture flowing in from a source such as 

the Gulf of Mexico. This increased amount of moisture results in a higher LWC, 

generally between 0.5 and 0.7 gm
-3

. However, in vigorous convection and cumulus 
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clouds with very warm bases, LWC values can reach > 1 or even 2 gm
-3

. LWC values in 

these clouds also increase with height, and as such taller cumuliform clouds have a higher 

overall LWC (COMET 1998).  

Stratiform clouds, on the other hand, have a much lower LWC, typically between 

0.3 and 0.5 gm
-3

. They are not convective in nature and are generally located in the lower 

to mid levels. Their formation is not as vigorous as cumuliform clouds and they don‟t 

have a continual inflow of moisture. This limits the LWC, and icing intensity in these 

clouds is often only trace or light (Politovich 2003). 

When temperatures fall below freezing in either of the clouds types the LWC 

value can be used to determine the amount of Supercooled Liquid Water (SLW). With a 

higher SLW value the severity of icing increases, while lower SLW values decreases the 

severity (Politovich 2003). However, while this is a very useful variable in the prediction 

of icing and icing severity, it is not regularly measured. For this reason only cloud types, 

and not specific LWC and SLW values, are used in most icing prediction algorithms.  

2) WATER DROPLET SIZE 

While droplet size is not as important as LWC or temperature, it is still a 

significant factor in the icing process. Droplet size distribution determines the collection 

efficiency of droplets and subsequently the amount of accretion that occurs on a surface.  

Larger droplets have more mass and momentum, and as such have a higher 

collection efficiency. As they approach a surface the larger size gives them a far better 

chance of colliding with a surface and accreting into an ice layer. Smaller droplets, on the 

other hand, have much less mass and tend to be swept away from surfaces, rather than 

colliding and accreting. As such, they have lower collection efficiency (Cornell 1995). 
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Different droplet sizes can be associated with different icing types and severity; 

however, in reality droplet sizes are intermixed. In one single cloud there may be a 

variety of different sizes, or a large distribution of droplets. This distribution is quantified 

in the median-volume diameter (MVD). The MVD gives a median volume diameter of 

the drops within a certain volume, or cloud. Typically, droplets are between 10μm and 

20μm, though they can get up to 50-70μm at maximum size before they begin to fall out 

of the clouds as drizzle or rain (Politovich 2003).  

Because of the small size range of droplets, with the exception of supercooled 

large droplets (SLD) which can grow to be up to 500μm, the effect of droplet size is 

considered to be rather insignificant. This, along with the fact that drop size is not 

regularly measured or predicted with any weather model, has kept specific droplet size 

from being used in icing prediction algorithms; instead the value is estimated given a 

particular cloud type (COMET 1998). 

3) TEMPERATURE AND DEWPOINT 

Perhaps the most significant variables in the icing process are the temperature and 

temperature-dewpoint spread (dewpoint depression). Both of these factors can influence 

not only the type of icing, but also its severity. Temperature and dewpoint data are 

collected regularly and, as such, much in depth study has been done on conditions that 

occur with specific temperatures and dewpoint depressions. Many of the icing prediction 

algorithms developed depend heavily on those factors. 

Generally, icing occurs with higher dewpoint values and at temperatures between 

0°C and -20°C, but once the temperature gets below -20°C it becomes much less likely. 

Supercooled droplets are liquid, but contain ice nuclei which aid in the freezing process. 



6 

 

When temperatures are below freezing, but still relatively warm these droplets can 

remain liquid while still containing the nuclei. However, when temperatures begin to cool 

below -20°C, the droplets begin to spontaneously freeze completely into ice crystals or 

glaciate, effectively reducing the icing risk (COMET 1998). 

While it has been found that most icing events occur between 0°C and -20°C, 

studies have been done to try and refine that range. Some suggested temperatures 

between -12°C and -8°C, some between -13°C and-5°C, and some at other such ranges. 

However, it is important to note that icing doesn‟t depend only on temperature. With 

different LWC values and cloud droplet distributions, and a variety of different 

dewpoints, the temperature spread will differ slightly (Cornell 1995). 

4) SOURCE OF LIFT 

Many icing prediction algorithms focus on temperature, LWC, cloud type, 

dewpoint depression, and other factors; however, they neglect to take into account a 

source of lift. As supercooled droplets move from relatively warm air, to air below 

freezing, they will freeze into ice crystals unless they are lifted fast enough. Additionally, 

the amount and nature of the lift causes varying types of clouds, which in turn can 

produced different types of icing. This lift can be caused by convection, warm and cold 

fronts, and orographic effects. 

Along a warm frontal boundary, a mass of warm, moist air gently ascends over 

colder and drier air, and forming a large stratus shield north of the front. As such, 

associated icing is shallow, but much more widespread and may precede the front by up 

to 300 miles. Because of the higher moisture content the likelihood of glaze icing is much 

greater near the base of the cloud, especially when temperatures below the front are sub-
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freezing. However, when temperatures within that cloud are cold enough, particularly 

near the top of the cloud, rime and mixed icing often occur as well. (Icing n.d.).  

On the other hand, icing associated with a cold front is often rather sporadic due 

to the smaller horizontal extent and convective nature of clouds in the frontal region. It 

occurs most often 100 miles or less behind the cold front, and aloft in the areas of 

convection. Due to the warmer temperatures and the updrafts within these clouds, they 

often contain supercooled large droplets (SLDs); as such the most likely type of icing 

associated with a cold front is clear (Stanley 2002). However, though this is the case, it is 

not uncommon to see both rime and mixed ice in cumulus clouds as well, particularly in 

the supercooled stratus clouds often found just ahead of the front.  

Orographic lifting, while not necessarily as widespread as frontal regions, can still 

affect the intensity and severity of icing events. As winds accelerate up the mountains, 

adiabatic lift acts to quickly cool the air. In areas of high terrain, such as Mount 

Washington in the White Mountains, where temperatures are often below freezing, this 

process can lead to the development of supercooled water droplets. Ryerson (1988) 

showed that though synoptic setups such as fronts lead to the development of icing 

events, orographic lifting increased the intensity and severity of icing events. 

While these types of lifting are very significant to icing prediction, trying to 

quantify them comes as a challenge. In the Air Weather Service Pamphlet (AWSP) 

decision tree scheme, type of lift is quantified using average vertical velocities and a map 

of forecast fronts (Stanley 2002). In the Service Central d‟Exploitation de la 

Meteorologie (SCEM) icing algorithm (Carriere et al. 1997) lift is assumed through water 

vapor mixing ratio, and other algorithms have developed their own methods. However, 



8 

 

even though there are many different methods, lifting has proved to be a significant factor 

in icing prediction. 

c. Icing prediction algorithms 

Despite the fact that icing is indeed an aircraft related problem, the first scale 

based on icing intensity, developed in the early 1940‟s by the U.S. Weather Bureau, was 

meant for measuring the amount of icing that occurred on the summit of the Mount 

Washington Observatory in northern New Hampshire. This scale was the first to use the 

terms trace, light, moderate, and severe (or heavy), and eventually it became of interest to 

the aviation industry, particularly to military aircraft. However, it was meant for 

measuring ice accretion at a mountain top. So, in the early 1950‟s the scale was adjusted 

in order to account for the fast speeds at which aircraft travel (Jeck 2001).  

This new scale gave icing intensity and also a feel for how difficult it was to fly 

through such conditions, however it gave no information on the conditions leading up to 

an icing event, or icing prediction. In the following decades much research was done on 

the variables that cause icing to occur and how icing events could be forecasted. 

1) APPLEMAN APPROACH 

In 1954, Herbet Appleman‟s research (Dennstaedt 2006) led to a relationship 

between temperature, dewpoint, and cloud type, and a way to use them in order to predict 

icing in stratiform clouds. In plotting temperature against dewpoint he discovered that 

clouds between the Appleman line, or the line where temperatures are at 80% of the 

dewpoint (T = 0.8*Td), and the saturation line, or the line where temperature equals 

dewpoint (T = Td), were most likely to hold supercooled drops when temperatures were 

below 0°C (Figure 1).  
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In a more conceptual explanation, Appleman theorized that dewpoint depression 

was key; with much colder temperatures, supercooled water droplets and hence the 

potential for icing, can still exist with larger dewpoint depressions, however it is still 

much more likely to occur with a smaller spread (Dennstaedt 2006).  

 

2) NAVAL OCEANIC DATA DISTRIBUTION CENTER (NODDS) METHOD  

Using Appleman‟s research, not only were new icing intensity scales developed, 

but it also caught the interest of the military. For many years prior the military, 

particularly the Air Force and the Navy, ran into countless problems with icing during 

flight missions. They all had scales and understood the dangers inherent with icing, but 

had no way to predict it. However, using Appleman‟s research, as well as other early 

studies, the Navy was able to develop several icing prediction software packages. 

Figure 1. Appleman Line (Dennstaedt 2006) 
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One of those algorithms was developed by the Naval Oceanic Data Distribution 

Center (NODDS). This software used average temperature and dewpoint depression as 

Appleman did, but it also used the Showalter Stability Index (SSI) to determine icing in 

an atmospheric layer as a whole (Cornell 1995). The SSI determines stability of the 

atmosphere and type of convection that will occur using a 850hPa to 500hPA layer. 

Higher negative values indicate severe thunderstorms, while positive vales indicate more 

stratus type rain showers (AMS glossary).  

Because icing is much more likely to occur in stratiform clouds the NODDS 

algorithm relies on positive SSI values. Generally, if the SSI is between +4 and +2, any 

icing will be either light or trace. As values decrease to +1 and below, the NODDS 

algorithm flags the icing intensity probability as moderate or severe.  

With the SSI values, NODDS also relies on average temperature and certain 

temperature-dewpoint spreads, or dewpoint depressions. For any type of icing, not only it 

is necessary to have a sufficient amount of moisture for water droplets, and subsequently 

supercooled water droplets, to occur, but it is also necessary for the average layer 

temperatures to be cold enough for these droplets to exist but not so cold that they begin 

to freeze into ice crystals. 

NODDS uses an average temperature threshold of -12°C, assuming that average 

temperatures must be at or above -12°C for it to be considered an icing event. If this 

criterion is met the algorithm then looks at dewpoint depression. When T-Td is between 

3°C and 4°C, generally icing will remain trace to light depending on the SSI value. If T-

Td is between 1°C and 3°C, icing intensity is predicted to be light to moderate, only 
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reaching severe levels when the SSI is less than 1. Once T-Td reaches 1°C or 0°C, or 

essentially is saturated, the NODDS algorithm predicts severe icing (Table 2).  

In a study by Cornell (1995) on NODDS, as well as a few other icing prediction 

algorithms it was found that NODDS predicted both rime and clear icing quite well, 

however it did not seem to account for mixed icing. For this reason it also had the highest 

average of days where it predicted no icing when icing actually occurred. The most likely 

reason for this issue is the fact that NODDS was made to predict type and intensity of 

icing in a certain layer. This assumes that there is only one type of icing occurring within 

a layer or cloud, which is not always the case.  

 

3) NAVY TACTICAL ENVIRONMENTAL SUPPORT SYSTEM (TESS) 

Another algorithm, embedded within a family of weather forecast algorithms 

called TESS, was developed by the Navy. It is similar to NODDS, which looks at one 

Table 2. The NODDS icing algorithm (Cornell 1995) 
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single layer; however, the TESS function looks at each level in a given sounding (Vogel 

1997). 

To get the type, intensity, and probability the TESS function uses the temperature 

and dewpoint depression, and lapse rate. The function first determines the probability of 

icing using temperatures and dewpoint depressions. Then it uses these variables, as well 

as taking into account the lapse rate, or buoyancy and stability, to determine what type of 

icing will occur (Table 3).  

Using the lapse rate was theorized to give a better idea of the lift and stability 

occurring in the atmosphere. As described previously, there is an increase in the 

concentration of supercooled drops with a steeper lapse rate, or with more unstable 

conditions, and with this increased amount of moisture it is more likely that glaze icing 

will occur. In the same way, smaller lapse rates or more stability would indicate rime 

icing (Cornell 1995).  

Table 3. The TESS icing algorithm (Cornell 1995) 
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Cornell (1995) also did an evaluation of the performance of the TESS and found 

that though lapse rate was a significant variable in determining icing type, the algorithm 

seemed to stumble over the forecasting of clear icing. Most likely this was due to the 

assumption that clear icing only occurs in unstable conditions, when in fact it can occur 

in a stable atmosphere in some cases, such as a warm front. However, because of the use 

of lapse rate, and its significance in icing type forecasting, the TESS icing function 

performed the most consistently on all types of surfaces. 

4) AFGWC AIRF ALGORITHM 

The other branch of the military interested in icing prediction algorithms was the 

Air Force, and one of the first studies done involved using only temperature and 

dewpoint depression to determine a frequency of icing events. However, over the years 

more research has been done and new prediction methods developed, one being the 

RAOB (radiosonde observation) or AIRF icing algorithm, created by the Air Force 

Global Weather Central (AFGWC). 

This algorithm uses variables similar to the TESS; humidity through dewpoint 

depression, temperature, and stability based on lapse rate. It pulls these variables directly 

from RAOB sounding data, and determines icing type and icing severity for each level 

within the sounding by using an average temperature and dewpoint depression from a 

specific level and the level beneath it, and the lapse rate between the two levels. If the 

layer is moist enough, and temperatures are below freezing, then an icing type and 

severity is determined (Vogel 1997).  
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When the lapse rates are stable, or ≤ 2°C/1000ft, then the algorithm always 

forecasts for rime icing. Once the lapse rates are above 2°C/1000ft, or become more 

unstable, depending on temperature either clear or mixed ice is forecasted. The intensity, 

or severity, depends on temperatures and amount of available moisture, but generally 

with colder temperatures and less moisture the algorithm indicates trace or light, while 

warmer temperatures and more moisture indicates light or moderate (Table 4).  

 

5) NAWAU 

Though icing prediction algorithms were of significant interest to military 

operations, particularly the Navy and Air Force, they were also of interest to the aviation 

community in general. The National Aviation Weather Advisory Unit (NAWAU) was 

one member of this community that developed their own icing predictions algorithm. 

Unlike the military, this algorithm focused not on type and intensity, but on the 

probability of icing occurring in certain layers of the atmosphere, and these probabilities 

were then used to put out the necessary Airmen's Meteorological Information (AIRMET) 

guidance. In its first stages this algorithm simply used temperatures and dewpoints to 

come up with a probability, however it was later refined to include an adjustment for 

orographic affects near the surface, particularly for downslope flow (Thompson et al. 

1997).  

Table 4. The AIRF or AFGWC icing algorithm (Carriere et. al. 1997) 
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With temperatures of -14° ≤ T ≤ -1°C, relative humidities of ≥ 75%, and layers 

above the boundary layer (or 900m), then high probability, or a Category 2, was 

indicated. For temperatures of -20° ≤ T ≤ 0°C, relative humidities of ≥ 86%, and layers 

within the boundary layer, a high probability was also indicated. With a temperature 

range of -19° ≤ T ≤ 0°C, but relative humidities of ≥ 60%, then a low probability, or 

Category 1 was indicated (Table 5). If downslope winds were stronger than 5 cm/s, the 

icing risk was assumed to be less and the category was dropped by one (Carriere et al. 

1997). 

6) NATIONAL CENTER FOR ATMOSPHERIC RESEARCH (NCAR) APPROACH 

The Research Applications Program (RAP) of NCAR also developed, and is 

continually refining icing prediction algorithms. The initial algorithm was based off of 

research done by Politovich (1992); however, instead of looking at icing type and 

intensity, it defines icing probability through four categories or physical processes: 

general, unstable, stratiform, and freezing rain. Using these categories, determined by 

specific temperature and relative humidity values, was thought to give the forecaster an 

idea of the physical processes causing the icing to occur, and whether or not the predicted 

category seems to be correct (Thompson et al. 1997).  

The general category was used to describe situations in which large scale cloud 

regions were occurring, or basically the general conditions under which icing can occur; 

Table 5. The NAWAU icing algorithm (Thompson et al 1997) 
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temperatures between 0°C and -16°C and relative humidities of ≥ 65%. The unstable 

category, while very similar to the general category, assumes that icing is taking place in 

an unstable environment, or where a region has convective potential and is conditionally 

stable. This conditional instability is determined by temperatures of 0°C and -20°C, and a 

relative humidity of ≥ 56%, with a maximum in the unstable layer of ≥ 65% (Table 6) 

The stratiform category differs slightly from the general and unstable in that it 

attempts to pick out regions in which the atmospheric is in a warm, stratus area. Because 

of this the temperature range is much warmer and the relative humidity threshold is much 

higher than the previous two categories. Temperatures ranges are between 0°C and -

12°C, and the relative humidity must be ≥ 85%. In the same way, the freezing rain regime 

attempts to determine a freezing rain event, and as such also has higher temperatures, ≤ 

0°C, and a higher relativity threshold, ≥ 80% (Thompson et al. 1997). 

 

7) SERVICE CENTRAL D‟EXPLOITATION DE LA METEOROLOGIE (SCEM) 

SYSTEM 

Aside from NAWAU and NCAR, a third research oriented organization to 

develop an icing prediction algorithm is the French-oriented SCEM. Their method is 

perhaps the most simplistic of any icing prediction algorithm in that it just uses the 

general temperature and humidity conditions under which icing forms, and then examines 

water vapor mixing ratio (Figure 2).  

Table 6. The NCAR/RAP icing algorithm (Thompson et al. 1997) 
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If temperatures are between 0°C and -15°C and the relative humidity is 80% or 

greater, then icing is considered to be occurring. Once these criteria are met the algorithm 

then plots water vapor mixing ratio in attempt to determine vertical motion of droplets. If 

the mixing ratio is small, then the droplets are assumed to be in suspension, subsequently 

allowing for droplets to grow larger and faster. This area of suspension can then be 

examine and compared to the areas of larger vertical motion on any given day to 

determine locations in which icing would be more likely to occur. On the other hand, a 

large water vapor mixing ratio indicates no suspension, and hence no droplet growth. 

These areas would be less likely to produce icing conditions. (Carriere et al. 1995). 

8) AWS DECISION-TREE SCHEME 

The Air Weather Service (AWS) is perhaps the most detailed of any icing 

prediction algorithm already being used. This technique was created by an enlisted 

forecaster of the AWS U.S. Army Europe Tactical Forecast Unit of the 7
th

 Weather 

Squadron in the mid-1970‟s and later published in AWS Pamphlet 105-56 (Koermer, 

Figure 2. SCEM water vapor plotting (Carriere et al. 1995) 
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personal communication) and later in the Air Force Weather Agency (AFWA) Technical 

Note (TN)-98/002 (AFWA/TN 1998). This algorithm not only considered variables from 

the military algorithms, but also a handful of other algorithms. From these variables a 

large decision tree was constructed. 

The tree begins with a source of lift and subsequent cloud formation, beginning to 

indicate the likelihood of icing if there is the proper lift either through a frontal or non-

frontal situation; 100 miles behind the cold front, 300 miles ahead of the warm front, or 

in isolated areas of clouds. If enough lift is indicated, then the algorithm considers 

temperatures alone for the frontal situation, and precipitation and temperature for the 

non-frontal or in-clouds situation. Temperature spreads are different based on the type of 

lift, however, the general rule of thumb is used to predict very little or no icing below -

20°C. 

After temperature, the algorithm looks at different variables, dependent still on 

the type of lift. For isolated cloud areas, where the amount of moisture isn‟t as certain as 

with a front, the algorithm looks at dewpoint depression, again using a general rule of 

thumb in which icing doesn‟t occur in a spread of ≤ 4°C. From dewpoint depression, it 

then looks at the type of advection. This is significant as air mass advection may increase 

or decrease the temperature profile, and subsequently the type of icing. For areas with 

widespread precipitation, icing type is determined after looking at advection type; 

whereas, for areas of no precipitation, cloud type must first be considered in determining 

type.  

For areas under the influence of frontal lifting, the atmosphere is considered to be 

almost, if completely saturated, and as such only cloud type is considered. Generally, for 
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a stratiform cloud situation, where droplets are small and their concentration is low, the 

icing type is considered to be rime. On the other hand, for cumiliform clouds, which 

contain larger water droplets, the icing type is considered to be either clear or mixed, 

depending on temperatures (Figure 3). 

Using interpolated soundings from the National Weather Service (NWS) ETA 

model as input this algorithm proved to be quite accurate, perhaps due to the large 

number of variables considered; however icing in higher, mountainous terrain proved to 

be a challenge. A statistical verification of this algorithm for complex terrain was done by 

Stanley et al. (2002), and was shown to have almost no false positives. However, there 

were quite a large number of false negatives, or occasions when the algorithm did not 

predict any icing when icing did actually occur.  

This was thought to be due to the dewpoint depression values that were used. 

Because orographic lifting, or the acceleration of flow up a mountainside, a larger 

Figure 3. The AWSP icing decision tree (Stanley el al. 2002) 
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number of supercooled droplets are formed even when dewpoint depression values are 

relatively large. As a result, the low-level portions of the soundings were modified to 

account more for the actual terrain height and adiabatic cooling, and improved results 

(Stanely et al. 2002). 

d. Summary and Objectives 

For the purposes of this paper, the research done by Stanely et al. (2002) will be 

re-examined using icing events the October 2010 through April 2011 period on Mount 

Washington. First, all the variables used in the above mentioned icing prediction 

algorithms will be examined in detail through a series of CART methods in an effort to 

determine the variable importance and performance in predicting low-level icing 

Once this analysis is completed, an automation of the AWSP algorithm will be 

done. This algorithm will be designed to provide an automated forecast tool for icing 

events on Mount Washington, and will be tested using events collected from the October 

2010 to April 2011 period. 
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CHAPTER 2 

2. Data and Methodology 

The goal of the research conducted in this study is to reexamine, and perhaps 

improve, the work of Stanley et al. (2002) for icing events that occurred on or near the 

summit of Mount Washington from October 2010 through April 2011. The variables used 

in the AWSP, as well as in other icing prediction algorithms previously mentioned, will 

be evaluated and refined and their significance determined through a detailed statistical 

analysis using Classification and Regression Tree (CART) decision models. 

After the completion of the statistical analysis process, the AWSP, a currently 

used decision tree for icing events will examined and automated. This algorithm, as in 

Stanley et al. (2002), will use variables pulled from interpolated model sounding data 

from the Mount Washington area. However, it will use the NWS Rapid Update Cycle 

(RUC) model soundings for input as opposed to the discontinued NWS ETA model used 

in the previous study. Through automation, the goal is to create an accurate icing forecast 

tool for low level icing events in complex terrain. 

a. Data 

1) MOUNT WASHINGTON IN SITU: METAR 

Mount Washington stands within the Presidential Mountain Range in northern 

New Hampshire. At 6,288ft (1,905m), its peak is the tallest of both this range, as well as 

any range in the entire New England area. The Observatory, situated at the summit, has 

been manned year round since the early 1930‟s, and the facility is used for both research 

and for observation purposes. Icing events are a common occurrence on the summit, 
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especially in the winter season. For this study, data were collected from various sources 

during icing occurrences from October 2010 to April 2011.  

On the summit of Mount Washington hourly observations are taken and sent to 

the NWS in standard METAR format. For the study period, October 2010 through April 

2011, these observations were collected for hours on which an icing event occurred. 

These icing events were determined through use of Mount Washington‟s monthly F-6 

forms, a monthly summary of the weather on the summit, and the METAR observations. 

Through a manual search of the F-6 forms for each day within the study period, 

days on which only freezing fog hours were recorded were manually extracted. There 

were a large number of days on which icing occurred in conjunction with a heavy 

snowfall or other precipitation event, but these were ruled out. The reasoning behind this 

is that the cause of any icing during a precipitation event is most often the precipitation 

itself, which can be easily predicted given frontal or atmospheric patterns. With these 

ruled out, the remaining events were then validated using the raw METAR observations 

from the same days.  

In total 433 hours of data were extracted, for 19 days; of these hours, 287 were 

rime ice events, 52 were glaze, 9 were mixed, and 115 were non-events or hours on 

which icing did not occur. From these hours the variables in the icing process were 

collected and organized into a spreadsheet, including temperature (TC), dewpoint (TDC), 

dewpoint depression (DDC), relative humidity (RH), wind speed (SPD), wind direction 

(DIR), visibility, ceiling height, weather conditions, and icing observations. With the 

exception of dewpoint depression and relative humidity, these variables were taken from 

the METAR observations for Mount Washington. Temperature and dewpoint were 
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extracted in degrees Farenheit, however in all icing prediction algorithms these variables 

are used in degrees Celsius, so a quick conversion was done. Both dewpoint depression 

(T-Td) and relative humidity values were then calculated using these variables and added 

to the spreadsheet. 

Also collected were wind speed and direction. Most icing events on the summit of 

Mount Washington occur when the prevailing winds are from the northwest (~300°), and 

in previous studies no other relationship of wind direction to icing was suggested. Wind 

speeds, however, may be slightly more significant. In Stanley et al. (2002), it was shown 

that with higher wind speeds, supercooled large droplets (SLDs) were more likely to form 

even with a lack of moisture. Both this relationship and the relationship with wind 

direction will be examined in this study. 

Two other variables extracted from the METAR were ceiling height and visibility. 

While these variables do not clearly give cloud type, they do verify the presence of fog 

around the summit. Not only that, but they can also be used to determine how long the 

summit was in clouds, how sporadic the clouds were, and, if the clouds lifted, how low 

the ceiling remained for the rest of the day. Neither of these variables was examined in 

detail in previous research and will not be used in the detailed statistical analysis, but will 

be briefly touched upon within this paper. 

The last variable collected from the METAR observations was icing type. As 

stated in chapter 1, there are three different icing types: rime, mixed, and glaze. These 

three icing types form in different conditions, conditions dependent on different ranges of 

temperature and dewpoint. The statistical analysis in Chapter 3 will examine each type of 

icing and the variables most closely associated, while the AWSP automation in Chapter 4 
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will determine the ability of a non model approach to correctly forecasting each type of 

icing as well as its intensity. 

2) RUC MODEL DATA 

For both the statistical analysis and the automation portion of this research, 

forecast data from the Mount Washington area for the October 2010 through April 2011 

icing season were collected. In previous studies (Stanley et al. 2002), these data were 

taken from the ETA model. For the purposes of this research it will be taken from the 

more modern models, the RUC and possibly the North American Model (NAM). 

These models contain interpolated soundings and for this research the focus will 

be on the sounding from the Mount Washington area. In the case of the RUC model, the 

interpolated soundings are put out every three hours and contain three hour forecasts. To 

limit this large amount of data, only the initialization runs, 00Z and 12Z will be utilized. 

From each of these runs data will be pulled from the 3, 6, 9, and 12hr, forecasts. 

As mentioned above these data will be collected for the October 2010 to April 

2011 icing season in the White Mountains area. Given the complex terrain within this 

study area and nature of the surface height found in the RUC model data, an adiabatic 

adjustment may be needed to account for the extra lift and height. Else, an estimated 

pressure level for given mountain heights will be used.  

These data will first be used in Chapter 3 for the CART decision tree process as a 

test set, from which performance metrics will be generated. A more detailed description 

of the CART methods as well as the metrics will be given later on in this chapter. This 

interpolated and adjusted sounding data will also be utilized in Chapter 4, not only in the 
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variable choices and construction of the AWSP, but also to test the predictive accuracy of 

the RUC interpolated sounding data through the completed algorithm. 

b. Methodology 

The object of this paper, as mentioned above, is to determine the significance and 

performance of variables used in various icing prediction algorithms through a detailed 

examination of CART methods, and to automate the AWSP based on the results and 

performance of the statistical analysis  

1) STATISTICAL MODEL ANALYSIS: CART METHODS 

Classification and regression trees (CARTs) were used to do a detailed study of 

the variables collected and to examine their efficiency in forecasting icing in complex 

terrain. As mentioned above, 19 icing days were collected with a total of 433 hours; of 

those 433 hours, 257 were rime events, 52 were glaze, 9 were mixed, and 115 had no 

icing at all. For this research, a comparison of predictive accuracy of any type of icing 

event, and both rime and glaze ice events around the summit of Mount Washington was 

done. Mixed ice, however, was not included in this study due to the limited number of 

those events that occurred. Examining the predictive accuracy of a model for general, or 

any, icing event on or around the summit will give more insight into the conditions that 

are needed for an icing event to occur. Additionally, looking at the performance of 

specific types of icing events, rime or glaze, will give details as to the difficulty or ease of 

predicting each type of event and the conditions under which each tend to form. 

CART is not a single technique, however; it is a series of similar methods which 

implement large datasets to construct decision trees or prediction models, and provide a 

relationship between the response and the predictors. Using a combination of cluster 
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analysis and discrimination, the predictors are separated into multiple yes/no or true/false 

decision branches in order to correctly categorize future events.  

A commonly used criterion used to create these trees is to maximize the purity or 

significance of the response variable, or to minimize the misclassification of the response 

given the predictors being used (Boucher 2010, Loh 2011). CART methods accomplish 

this through separating the data into numerous smaller subsamples based on the splitting 

rules of each predictor. During the generation of each tree all possible splits among all the 

variables are examined, and the predictor or split which yields the greatest increase in 

purity or decrease in misclassification error is used. 

 The first split in the dataset, called the root node, partitions the dataset into a 

true/false or yes/no response group, or into a set of child nodes. These child nodes are 

further split into additional child nodes until a default minimum or a manually 

preprogrammed value is reached. The final nodes, or the nodes on which the algorithm 

finally terminates, are called terminal nodes or leaves. Figure 4 shows a diagram of 

CART tree structure.  

depth = n 

depth = 3 

depth = 2 

depth = 1 Root Node 

child node 
(false/no) 

child node 
(true/yes) 

child node 
(false/no) 

nth or terminal 
node 

(false/no) 

nth or termial 
node 

(true/yes) 

child node 
(true/yes) 

nth or terminal 
node 

(false/no) 

nth or terminal 
node 

(true/yes) 

Figure 4. The above figure give an in detail diagram of CART method structure. 
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 As an example of how the decision rules implemented in building the 

classifications trees are used, consider relative humidity as a variable for predicting an 

icing event in complex terrain; a data point would be classified as true or false depending 

on a specific value of humidity. For example, the root node may categorize an icing event 

using relative humidity thresholds of ≥ 98.5% and < 98.5%. A true response would be 

one in which the humidity was greater than or equal to 98.5% and icing did occur, and a 

false response would be on in which the humidity was less than 98.5% and icing did not 

occur (Figure 5).  

The data can then be further partitioned using another predictor. Still considering 

the above example, the data split using relative humidity could then be subdivided using 

temperature thresholds of ≤ -1.5°C and > -1.5°C. With a relative humidity of greater than 

98.5%, and a temperature of less than -1.5°C, the sample model generated a true 

response or icing was predicted to occur. For any temperatures greater than -1.5°C, the 

model further split the data through a temperature of 0.5°C. Essentially, the sample 

model predicted icing in a saturated atmosphere with below freezing temperatures 

(Figure 5). 

Figure 5. A sample classification tree used to categorize an icing event given relative 

humidity and temperature. 
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In this example the response is true/false, or it is categorical. However, using the 

CART methods, the response can also be numeric. If a response is categorical, it uses the 

true/false or yes/no response and the resulting tree is considered a classification tree. On 

the other hand, a numeric response is one in which the yes/no or true/false response is 

represented by a series of numbers; 1 and 0 for example. Representing a yes or true 

response would be 1, and representing a no or false response would be 0. This type of 

tree is called a regression tree. An example of each of these is shown in Figure 6 below. 

 

CART methods are well known for their ability to be easily automated and 

implemented, and also for the ability to use large datasets and deal with the presence of 

outliers, missing values, interactions between predictors, nonlinear relationships between 

response and predictors, and highly correlated predictors. Being able to deal with large 

datasets is particularly useful when there are a very large number of predictors, because 

CART does not assume that the given data come from a normal distribution as many 

linear regression models do.  

However, there is also a notable disadvantage found in the fitting of the models. 

The CART process often over grows trees, resulting in very large trees with many 

branches and leaves. This issue, called over fitting, results in a higher cost complexity 

Figure 6. Examples of a regression tree (left) and a classification tree (right) 
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and a larger prediction error. However, it can be fairly easily resolved through pruning 

and snipping, processes that reduce the size of trees while still maintaining the tree 

significance and integrity (i.e. maintaining the lowest possible cross-validation 

misclassification error).  

As mentioned previously, there are many different iterative techniques within 

CART. For the purpose of this paper, a handful of these methods will be used in the 

creation of classification trees with a true/false response variable based on icing events 

that occurred on Mount Washington. Through the creation and analysis of these trees, the 

goal is to find the method in which the performance of the predictors yields the greatest 

predictive accuracy. 

To test the categorization of future icing events, two datasets will be used. First, 

the collected in situ data will be utilized as a training set while the adjusted data from the 

RUC interpolated soundings for the October 2010 to April 2011 study period will be used 

as a test set. Second, a 70/30 split of the in-situ data will be used as a training and test set, 

respectively. From these sets, performance metrics will be calculated, a process which 

will be further described in a later section of this paper. The results of each CART 

method will differ; however, it is important to study these different statistical models in 

order to determine the process through which the predictive accuracy is found to be the 

greatest. 

(i) Recursive binary partitioning (rpart) 

The most basic of all the CART methods found in the R statistical software 

package is rpart (Loh 2011, Sutton 2005). rpart begins with one split in the root node, 

and from that split the data are further subdivided into a series of child nodes. These child 
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nodes are farther subdivided until the algorithm reaches a minimum default value. 

Through all of these splits the algorithm evaluates splitting values from each of the 

predictors and chooses a single value based on the split with the biggest increase in 

purity. 

rpart has different default control parameters, each of which can be adjusted. 

Some of these parameters include minsplit and minbucket, which can be used to choose a 

minimum value of observations in each child or terminal node, maxcompete and 

maxsurrogate, which can be used to choose a maximum number of splits that occur in the 

tree, max depth, which determines the maximum depth of the created tree, xval, which 

determines the number of cross-validations used in the process, and cp, which gives the 

cost complexity parameter, an average of the „cost‟ of the tree (the misclassification 

error) and the „complexity‟ of the tree or the number of nodes (Boucher 2010, Loh 2011). 

For the purposes of this study, all the values, except for the cost complexity 

parameter, will be kept as the given defaults. The cost complexity parameter describes 

how complex a tree is or how many terminal nodes it has, and the “cost” for each of those 

nodes. For each additional terminal node, the complexity increases, however the 

misclassification error will decrease until the tree begins to overfit the data at which point 

the error will slowly increase (Boucher 2010). Finding the best trees requires growing a 

very large tree, and using lowest combination of complexity parameter and 

misclassification error to aid in the pruning process. 

However, determining the complexity parameter for the „best‟ fit tree is a rather 

experimental process. The cost complexities and tree sizes are computed for the full tree 

as well as a sequence of pruned trees. For each of these smaller trees a cross-validations 
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misclassification error is computed. To determine the „best‟ tree from these values, the 

user must do a visual analysis to find the tree with the smallest cross-validation error 

(which is within 1 standard deviation of the minimum error). This analysis can be 

completed through a number of methods, the simplest of which is using a plot of 

complexity values versus cross-validation error values and the tree size. 

 An example of this plot for a tree not yet pruned is shown in Figure 7, where the 

cross-validation error values are plotted on the y-axis, while tree size for certain cost-

complexity values are plotted on the x-axis. The cross-validation errors decrease with 

addition of the first handful of nodes, but they quickly plateau once the tree become over 

grown. As mentioned above, the general rule of thumb is to choose the cost-complexity 

value that is within one standard deviation of the minimum error, represented by the 

dashed line. This is a good rule to go by, however, for research use, using a tree size of 3 

or less may be too simple. In that case, the next smallest cp within one standard deviation 

would be chosen.  

Figure 7. A cost complexity paramter plot from an rpart decision tree 
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(ii) Conditional inference trees (ctree) 

A second CART method found in the R software package is ctree (Hothom et al. 

2006). The conditional inference process is based on an attempt to correct the over fitting 

issue found when using the rpart method. It does this through use of a statistical test that 

is not present in rpart. This test allows for the algorithm to tell the difference between a 

statistically significant and statistically insignificant improvement in the fit of the model. 

In each node a permutation test is conducted between the predictors and the response and 

a p-value is output. The variable with the smallest p-value is considered the variable with 

the strongest association or relationship with the response. 

The advantage to this method is that through the permutation test no cross 

validation or pruning is necessary because statistical significance has already been 

determined. Conditional Inference trees are grown based on this significance and the 

algorithm completes only when no more statistically significant relationships are found 

(Hothom et al. 2006). Like rpart, the control parameters can be adjusted. However, in this 

study the only possible adjustment came in the p-value, or mincriterion value, a value 

which controls the level of statistical significance for variable selection. 

(iii)Bagging 

Bagging is another common decision tree technique used in CART analysis 

(Sutton 2005). This technique uses a process called bootstrapping, or the creation of a 

number of “resamples” or bootstrapped samples. The bootstrapped samples use random 

sampling with replacement of the dataset to create random copies of the original data. 

These subsets are then collected and applied to the statistical inference specific to the 
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original dataset. For example, in using a dataset to test a hypothesis about icing events, 

then multiple bootstrapped samples would be collected. From these samples, the 

performance of each predictor would is tested, and results in a large amount of 

subsamples or trees containing information on icing prediction. All of these trees are then 

used to make a statistical inference about the entire dataset and the performance of each 

predictor. 

This process can be applied in situations that are difficult to interpret, or in any 

situation without many assumptions about the data and relationships. However, due to 

this lack of assumptions, bootstrapping doesn‟t give a model or rule that can be 

interpreted easily. Also, the creation and analysis of such a large number of subsamples 

and the final analysis on the entire dataset, the computation time is much, much longer 

than rpart or ctree (Boucher 2010).  

Bagging, one method in which the bootstrap technique is employed, uses the 

subsamples to create multiple versions of the model for the response. Applied to 

classification trees, through recursive partitioning of the subsamples a tree is created for 

each bootstrap sample. This process, by using multiple samples, results in a large number 

of predictions, or responses (Boucher 2010). These responses then can be averaged over 

the entire datasets, reducing the variability in the prediction while keeping it unbiased. 

Another advantage of bagging is that cross-validation is not necessary; test set errors can 

be estimated using the „out of bag‟ (OOB) observations that were not chosen for that 

bootstrapped sample. 

Like rpart and ctree, bagging has adjustable parameters. For the purposes of this 

research, one parameter to be changed from the default is the amount of subsamples used, 
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or nbagg. Changing the amount of bootstrapped samples used in the bagging process will 

change the Out-of-bag estimate of misclassification (OOB) error. To get the best fit using 

bagging, the goal is to find a bootstrap sample number (and tree size) that will result in 

the smallest OOB error.  

However, because bagging relies on the rpart process to fit trees, size of the 

individual trees again becomes an issue, one that can be resolved by adjusting the cost 

complexity parameter. Again, it is an experimental process; inputting various cp values 

until the lowest OOB error is determined. For the purpose of this research, once the best 

tree is found, variable importance will be determined through its classification value or 

the average improvement in misclassification error during the subsample splitting 

process. 

(iv) Boosting  

Boosting is a technique similar to bagging in that it aggregates the results of 

multiple versions of a response to produce an overall classification or response, while still 

maintaining an unbiased dataset (Boucher 2010). However, while bagging uses a random 

sampling of the data, boosting uses weighted versions of samples. If a response or class 

was identified correctly in a previous split, this piece of data are given less weight, while 

if a response or class was identified incorrectly, that piece of data are given more weight. 

The final responses are determined by the same process, where more weight indicates an 

incorrectly identified or misclassified response, and less weight indicates a correctly 

identified response. 

One of the biggest advantages to this method is in classification using “weak 

learners”, or classification schemes lacking in performance. Using these schemes, simple 
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and difficult to identify classifiers are used in order to increase the performance of both 

the classifier and the schemes (Boucher 2010). This process results in a method which 

tends to perform well for very simple trees with only two terminal nodes, or stumps, as 

well as larger trees.  

Like bagging, boosting also has adjustable parameters that come from the rpart 

splitting process, including tree size and complexity parameters. Because boosting 

focuses more heavily on weak learners, several small trees will be created in attempt to 

find the model with the lowest error. Setting the complexity parameter for each of these 

trees to -1 will allow for the splitting to continue until a pre-assigned maximum depth 

(adjusted through the maxdepth parameter) is reached. Additionally, the number of 

iterations will also be adjusted (from the default of 50) for each generated tree in an 

attempt to minimize the Out of Bag (OOB) misclassification error. 

Variable importance from the boosting models is interpreted from the 

classification value, which is determined through an average improvement in 

misclassification error each time a variable is used in the splitting process. Each variable 

is given a score, which can then be normalized to range between 1 and 100. Scores that 

are equally as high or low represent predictors that are equally as good or bad. On the 

other hand, the scores may isolate one or two predictors considered significant to model. 

For the purposes of this research, these scores will be calculated for each type of icing. 

(v) Random Forests 

Bagging and boosting both use subsamples to grow a large number of trees, all of 

which rely on the same set of predictors and many observations are shared between the 

trees, or they are all correlated (Boucher 2010). However, the issue here is that this 
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correlation may result in a larger variance in the average error and an overall larger 

variability in the predictions. Creating random forests is meant to relieve this issue by 

growing a large number of trees that are not as strongly correlated. Uncorrelated trees 

produce a smaller variance and increase model performance.  

The process begins the same as that of boosting or bagging, using bootstrapped 

samples to create a number of trees. However, how the trees are grown is where the 

process differs. At each split, a randomly selected subsample of the variables is used and 

the best or most popular split is chosen. The data continue to be split until no more 

splitting is possible.  

As with the previous models, random forests have adjustable parameters; 

however, the parameters for random forests are more heavily focused on the size of the 

forest and the individual trees. The ntree parameter, with a default of 500, can increase or 

decrease the size of the forest, and the maxnodes allows the user to control the number of 

nodes in each tree and hence control tree size. For the purposes of this research, the goal 

is to adjust these parameters to find the lowest OOB error and to determine variable 

importance through mean Gini decrease, or the largest decrease in impurity of the data 

through each split (Boucher 2010). 

2) PERFORMANCE AND VERIFICATION OF CART MODELS 

The statistical analysis of the five CART methods was done to determine variable 

importance, as described above; however, the final trees or fitted models of each will also 

be tested on their performance in the prediction of future icing events. This verification 

will be completed through the use of the predict function in R, which uses a training and 
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test set to predict whether an icing event will occur or not. A true response indicates the 

occurrence of icing on Mount Washington and a false response indicates and non event. 

This can visually be shown through the use of a confusion matrix. Table 7 shows 

an example of a confusion matrix table and uses a comparison of predicted and observed 

values, where “a” represents a true positive or an icing event that was forecast and did 

occur, “b” represents a false positive or an icing event that was forecast but did not occur, 

“c” represents a true negative or an icing event that occurred when it was not forecast, 

and “d” represents a false negative or an icing event that was not forecast and did not 

occur (Mannila et al. 2001). 

Through the use of these categories, various performance metrics, including the 

Probability of False Alarm (POFA), the Probability of Detection (POD), and the True 

Skill Statistic (TSS), as well as the overall accuracy and misclassification error can be 

calculated in order to determine the predictive accuracy and shortfalls of the five CART 

methods. 

Table 7. Confusion matrix used to calculate performance metrics. 

  OBSERVED 

ICING EVENTS 

  YES NO 

PREDICTED 

ICING EVENTS 

YES a b 

NO c d 

 

The POFA (Wilks 2005) essentially gives a numerical value to the amount of 

false positives that occurred. A perfect forecast would give a POFA of 0.0, while the 

highest, or worst would be a POFA of 1.0. The POFA is calculated by: 
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In reality there are very rarely perfect forecasts, but ideal forecast would give a lower 

probability of false alarm. 

The POD (Wilks 2005), or probability of detection, is the probability of the 

occurrence of a true positive. In other words, it is the probability that an icing event will 

occur when it is predicted to. The POD uses the same values as the POFA, but for a 

perfect forecast the POD would be 1.0, and the worst forecast would give 0.0. The POD 

is given by: 

    
 

   
 

Again, there are rarely perfect forecasts, but an ideal forecast would give a high POD 

value. 

Another performance metric to be calculated is the True Skill Statistic (Wilks 

2005). Calculating the TSS gives a value representative of how the model performed as a 

whole, and compared against random forecasting. It is given by: 

    
     

          
 

The TSS values range from 1.0 to -1.0, with a perfect forecast giving a 1.0. A 

performance that is the same as a random forecast would be indicated by 0.0, meaning 

that any TSS value less than 0.0 indicates a performance worse than forecasting 

randomly. To be useful in operational forecasting a TSS of at least 0.4 is required. 

Lastly, an overall predictive accuracy will be measured using by calculating the 

accuracy of each model. This accuracy can be visualized using: 
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The accuracy tests the number of true positives and false negatives within the model as a 

whole. Misclassification error is similarly calculated: 

                  
   

       
 

This error gives the percentage, or probability of false positives and true negatives, or the 

times in which the model made the wrong forecast or misclassified an event. For an ideal 

forecast the misclassification would be low, while the accuracy would be high.  

3) REAL WORLD DECISION TREE: AWSP AUTOMATION 

In previous studies done by Stanley et al. (2002), the automation of the AWSP 

algorithm was done through the use of data collected from the ETA model. For this 

research that automation will be reexamined. Using the results from the CART statistical 

analysis, as well as model data procured from the RUC, a similar automation will be 

completed in an effort to create an improved icing forecast for complex terrains. 

(i) Defining  the variables 

The first step in this automation process is the defining of variables from the 

model data. Every three hours, the RUC puts out model data to build interpolated 

soundings for any location including Mount Washington. These soundings provide good 

data for many variables; however, they do not take terrain into account. For most of the 

model interpolated soundings, the surface pressure is between 950 and 1000hPa, but the 

summit of Mount Washington is actually 850 to 800hPa on any given day.  

In Stanley et al. (2002), data from the 850hpa level were used; however, for this 

study, the data will be adjusted for adiabatic lifting before being input into the 

automation. The first step in the adjustment process is the calculation of a layer average 

temperature within the lowest 50 to 100mb. From there, each temperature was lifted dry 



40 

 

adiabatically to the parcel LCL level given for each interpolated sounding. Once at the 

LCL level, the parcel is assumed to be saturated and as such, each temperature value was 

then lifted moist adiabatically to the height of the summit. These adjusted values were 

used as input for the AWSP automation. 

Determining the frontal situation has been done previously in Stanley et. al. 

(2002) by manually collecting archived data of NWS frontal analysis charts and then 

completing a visual analysis. While the NWS frontal analysis is good tool for verification 

of fronts, it is very difficult to quantify. For that reason a manual input for forecasted 

frontal situation will be built into the algorithm for this study.  

Temperatures and dewpoint depressions are given for each pressure level in the 

interpolated soundings and were adjusted adiabatically to the height of the summit. The 

temperature ranges used will be the same as that in the AWSP, with a few possible 

refinements given the results from the statistical analysis.  

The advection portion of the automation will use not only the change in wind 

direction with height, to determine the type of advection, but also the change in wind 

speed and temperature with height, to determine the intensity of the advection. Though 

the temperatures were adjusted adiabatically with height to the summit, this is not 

possible for wind speeds. Instead, wind direction and wind speed were collected at the 

800hPa level. Backing with height would indicate cold air advection, veering would 

indicate warm air advection, and little or no change in direction would indicate neutral. 

Whether each type of advection is strong or weak will be determined by the magnitude of 

both the direction change and the wind speed change with height. 
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The last variable in the automation is cloud cover. This variable, mostly used in 

frontal situations, will be determined by cloud layer thickness through the use of 

dewpoint depression values. Stratiform cloud layers tend to be much thinner and closer to 

the surface, and will be identified by shallow layers of low dewpoint depression values 

below 700mb. Cumuliform cloud layers, on the other hand, can stretch all the way to 

40,000 feet or higher given the presence of convection. These layers will be identified by 

a saturated layer, or a deep layer of low dewpoint depression values from the surface to 

above 700mb. Vigorous cumuliform layers will be determined by a layer of low dewpoint 

depression values stretching up to 300mb. 

(ii) Testing and utilizing the automation 

Once the automation has been completed using the above mentioned variables, its 

performance will then be tested using RUC, and possibly NAM forecast data from 

interpolated soundings. The automation will use the 6hr, 9hr, and 12hr forecast times for 

each 0Z and 12Z model run in order to see how well icing events around the Mount 

Washington area were predicted. 

RUC interpolated soundings were collected and archived for the October 2010 to 

April 2011 winter season. To test the AWSP automation, the 3hr, 6hr, 9hr, 12hr, forecasts 

for each 00Z and 12Z sounding were used. The results of the AWSP automation will then 

be compared to the in situ data collected from the summit of Mount Washington to gauge 

the predictive accuracy of the non-model approach to forecasting. If the performance 

seems to do well, the automation will then be used to predict days on which it would be 

beneficial to set up equipment at various locations within the White Mountains for the 
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NASA Experimental Program to Stimulate Cooperative Research (EPSCoR) low level 

icing research project. 

c. Summary 

The above chapter described which data were collected and how they were 

organized, while also giving a detailed description of the methods used to complete each 

part of this research. The following two chapters will use these datasets and methods in 

order to complete an extensive study of icing prediction in complex terrains. Chapter 3 

will examine the CART methods in detail and give the results of those analyses, and 

Chapter 4 will detail the automation and performance of the AWSP algorithm using RUC 

model data. The final chapter, Chapter 5, will give a detailed discussion and summary of 

this research project. 
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CHAPTER 3 

3. Statistical analysis through CART methods 

a. Introduction 

The following chapter provides the results collected from the detailed statistical 

analysis of icing events on Mount Washington from October 2010 to April 2011, which 

was completed by employing five CART methods: rpart, ctree, bagging, boosting, and 

random forests. This analysis uses temperature, dewpoint, dewpoint depression, relative 

humidity, wind speed, and wind direction as predictors for each model and a true/false 

response based on icing occurrence during the given hour. A true response indicates that 

icing did occur, while a false response indicates that icing did not occur. Two different 

datasets were used in the generation of the models: 1) Mount Washington in-situ and 

RUC interpolated sounding data, and 2) a 70/30 split of the Mount Washington in-situ 

data. Each of the five CART methods was explored for general, rime, and glaze ice 

events, and performance metrics calculated for these sets through the use of the R 

statistical software program.  

b. Recursive binary partitioning (rpart) 

rpart, the most basic of the CART techniques, was the first method employed to 

build models for the prediction of the three types of icing. These trees, through the 

adjustment of the complexity parameter, were then pruned, and performance metrics 

calculated from the “best” tree for each. 

1) GENERAL ICING EVENTS 

In the creation of the final pruned rpart trees, both containing four terminal nodes 

as shown in Figure 8 below, only three predictors were used in each case. With the RUC 
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model data as a test set, relative humidity, dewpoint, and temperature were used. This 

means that as the model was generated, it first looked at the relative humidity; if the 

relative humidity was less than 98.5%, the model gave a false response. However, if the 

relative humidity was 98.5% or greater, the model then checked the dewpoint 

temperatures. For a dewpoint of -1.5°C or less, a true response was given, or icing 

occurred. Dewpoints of greater than 1.5°C resulted in another node in which the model 

check temperatures, giving a false response for temperatures greater than 0.5°C and a true 

response for temperatures less than 0.5°C. 

The tree generated for the 70/30 split was generally the same, with the exception 

that it used wind speed instead of dewpoint. The model still predicted icing events with a 

relative humidity of 98.5% or greater, but then looked for temperatures of less than -

1.5°C. Less likely were events in which temperatures were warmer than -1.5°C and wind 

speeds were greater than 35.5 knots. 

The final responses of each model are not only used as forecast rules for icing 

events, but they also give some interesting insight into the significance of the predictors 

chosen. Relative humidity, through its use as the root node as well as the length of the 

branches between it and the next node, is shown to have particular importance. The 

environment on Mount Washington supports this as the summit finds itself within the 

clouds on about 60% of days throughout the year. The atmosphere within the clouds is 

saturated, or nearly so, resulting in very high relative humidity. This is notably important 

during the winter season, when being within the clouds results prolonged periods of 

freezing fog due to below freezing temperatures. 
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It is also logical then, that dewpoint and temperature were the second predictors 

chosen for the RUC test set model and 70/30 split, respectively. As mentioned in Chapter 

1, with the exception of freezing rain events, all icing events occur in temperatures that 

are below 0°C, which corresponds to the low temperature threshold given in the 70/30 

split model for general events of -1.5°C. This also means, then, that the dewpoint 

threshold of -1.5°C used in the RUC model test set supports icing conditions, as 

dewpoints would also need at or near the temperature values in order for the atmosphere 

to be sufficiently saturated.  

 

2) RIME ICE EVENTS 

The second set of rpart trees were created for events in which rime icing occurred 

and are given in Figure 9. Several of the variables used in the generated trees were 

similar; however, like for general events, there were also several notable differences. 

The RUC test set model had six terminal nodes and used all of the predictors, with 

the exception of wind direction in the final generation of the model. The root node began 

with a split based on temperature; however, in the case of rime icing, the criterion was 

Figure 8. The "best" rpart trees for the RUC test set (left) and 70/30 split (right); 

generated by the models for general icing events 
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lower than that of general icing events, at -8.5°C. If the temperature was less than -8.5°C, 

the model then checked the dewpoint depression value, indicating an icing event for a 

depression of 0.5°C or less. 

For a temperature greater than -8.5°C, then the model checked relative humidity 

and dewpoint values. Given a saturated environment, or a relative humidity of greater 

than 98.5% and a dewpoint of less than -1.5°C, the model lastly checked for a wind speed 

of less than 36.5 knots for a true response. 

The model generated for the 70/30 split had five terminal nodes and shared the 

same root node of -8.5°C; however, there was no child node associated with a positive 

response. Instead, any temperature less than -8.5°C gave a true response, indicating a 

rime icing event. For temperatures greater than -8.5°C the 70/30 model then used the 

98.5% relative humidity threshold. Given a saturated environment the model then 

checked for wind direction of 185° or higher, and ended by searching for a wind speed 

less than 36.5 knots, the same terminal node used in the RUC test set model. 

Relative humidity, as with general icing events, was an importance factor in rime 

icing, however, the most significant variable in both models was temperature. As 

mentioned above, the models showed rime icing occurring most often with temperatures 

of -8.5°C or less. Previous icing research supports this threshold as it has been found that 

rime icing occurs in much colder temperatures than the other two types of icing 

(Politovich 2005).  



47 

 

The addition of wind speed to the model also differs from a general icing event. 

According to the model, rime icing occurs with sustained wind speeds of less than 36.5 

knots. During the winter months the summit of Mount Washington typically has average 

sustained wind speeds around 36 knots, with the lowest in October at around 29 knots 

and the highest in January at around 40 knots. The given sustained speed of 36 knots is 

within the typical range and as such it is difficult to make any assumptions on the 

relationship between rime icing and wind speed. 

3) GLAZE ICE EVENTS 

The rpart trees generated for glaze ice events were quite different than the trees 

for rime and general icing events. Shown in Figure 10, the node for each test set differed 

substantially from one another, but the overall structure was similar. However, there were 

some similarities in several of the node thresholds.  

Each model seems to indicate that glaze ice forms in warmer temperatures. The 

70/30 split model, which used seven terminal nodes, had a threshold of between -5.5°C 

and -1.5°C and the RUC test set model, which used six terminal nodes, had a 

Figure 9. The "best" rpart tree for the RUC test set (left) and the 70/30 split (right); generated 

by the models for rime icing events. 
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temperature threshold of -6.5°C or warmer. The RUC test set model also indicates a 

dewpoint threshold of between -8.5°C and -1.5°C; however, given the need for a 

saturated environment a temperature threshold at these temperatures can also be assumed. 

Another similarity in the generated models is the use of wind speed. Generally, 

both models showed the occurrence of glaze icing with wind speeds between 35 and 50 

knots. The most likely explanation for the relationship between these higher wind speeds 

and glaze icing could be presence of precipitation. During many of the hours on which 

glaze icing occurred, there was also light snow or light snow pellets falling. Though 

warmer temperatures would allow for partial melting of the flakes or pellets, the higher 

wind speeds would cause an increase in heat loss and allow any supercooled droplets to 

refreeze on contact.  

Despite the similarities in the predictor thresholds used, the models seemed to 

struggle in pinpointing a structure that effectively predicts glaze icing events. Instead the 

nodes and branch lengths were widely varied. The only exception was found in the 

classification of non-events; essentially the models both were able to identify when glaze 

ice would not occur, but struggle to identify when it would. 

Figure 20. The "best" rpart trees for the RUC test set (left) and the 70/30 split (right); 

generated by the models for glaze icing events 
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4) SUMMARY OF PERFORMANCE METRICS FOR RPART 

For general icing events, and for both rime and glaze icing events, performance 

metrics were calculated to test the performance and accuracy of the predictors and of the 

models as a whole in the prediction of icing events on the summit. Used for these 

calculations were probability of detection (POD), probability of false alarm (POFA), true 

skill statistic (TSS), overall accuracy and misclassification error (Mannila et al. 2001). 

These metrics were calculated for both the adjusted RUC model dataset as well as the 

70/30 split dataset. 

i. RUC test set 

Displayed below in Table 8 are the performance metrics calculated from the 

created rpart trees which used RUC model data as a test set. Immediately notable is the 

POD value of 1 or 100%. While this is what operational forecasters strive towards in the 

creation of models, a perfect probability of detection is unrealistic. The issue here may be 

found in the POFA of ~21%; in other words, on 21% of the hours the RUC model data 

predicted icing to occur when in reality none was observed. Essentially, the model seems 

to be over predicting icing events, and this is further noted in the TSS value of only 

~23%.  

While the POD, POFA, and TSS values all indicate an over prediction, the overall 

accuracy shows 80%. However, this value only represents the ratio of correctly classified 

hours, whether true positive or false negative, to the total number of hours. The 20% 

misclassification error then represents the number incorrectly classified events, whether 

true negatives or false positives. In this case, an overwhelming percentage of the 

misclassification error was due to the large number of false postives. The cause of this 
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over prediction appears to come from the adiabatic adjustment of the RUC model data 

and will be explored in further chapters. 

The model for rime ice events also indicated an over prediction of events when 

using RUC model data. As with general events the POD was very high, at ~95%, and the 

POFA was quite high as well, at ~27%. Again, this indicates that icing was predicted to 

occur on 27% of the recorded hours, but was not observed. Given the high POFA, the 

TSS value was only about 42%. Recall, a value of 40% is necessary for a model to be 

considered significant and useful for real world forecasting (Wilks 2005). Anything 

below that threshold is considered equivalent to random forecasting. The rpart model, 

with the 42% TSS met that threshold, but barely. However, given the large over 

prediction, the operation usefulness may be limited. Again, this seems to indicate that 

using the adjusted values from the RUC interpolated soundings causes an overall over 

prediction with the statistical models. 

While general and rime ice events seemed to indicate a clear over prediction when 

using the RUC model data, the models for glaze ice weren‟t as easy to interpret. The 

POFA was still very high, at 33%, but unlike the previous types of icing, the POD was 

very low, at 25%. Given these subpar values, the TSS value was only 23%. Interestingly, 

though, the overall accuracy was 90% and the misclassification error was only 10%.  

A closer examination revealed these values to be representative of correctly 

classified non-events. What this seems to indicate is that, while the model struggles to 

correctly identify when a glaze ice event will occur, it does seem to do well in predicting 

non-events. While it is certainly good to know the conditions under which glaze would 
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not occur, it does little to aid in the real world forecasting of glaze icing events in 

complex terrain 

Table 8. Performance metrics for the rpart RUC test set model. 

 general events rime events glaze events 

POFA 0.2077 0.2660 0.3333 

POD 1 0.9524 0.25 

TSS 0.2286 0.4153 0.2336 

Accuracy 0.8043 0.7609 0.8986 

Misclassification 0.1957 0.2391 0.1014 

 

ii. 70/30 split test set  

For general icing events the 70/30 split model showed a POD of 93% and a POFA 

of only about 4%. The TSS of 77% supports the good performance of the 70/30 split, as it 

is well above the 40% threshold for real world usefulness (Wilks 2005). The overall 

accuracy was 86%, with only about 8% of general icing hours misclassified. 

Rime icing results, though not as good as those for general icing events, were still 

decent. The POD was about 89%, while the POFA was slightly higher at 14%. This 

higher POFA value may contribute to the lower TSS value of 63%. However, despite this 

lower value it is still above the threshold for operational use. Overall accuracy was 

around 78%, while 15% of hours were misclassified.  

Glaze icing, on the other hand, showed much different results. The POD vale was 

57%, a decent value; however, the POFA was significantly high at 43%. Essentially 43% 

of icing hours were false alarms. The TSS value was 54%, and while this is above the 

40% threshold, the high POFA makes the model for glaze icing of little use in real world 

forecasting. Interestingly, overall accuracy was 95% and only about 5% of hours were 

misclassified. This is due for the most part to the large number of non-events that were 

correctly classified. Essentially, the model did well in predicting when glaze ice would 
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not occur, and while this is certainly interesting, it is of little use in operational 

forecasting. 

Table 9. Performance metrics for rpart 70/30 split model 

 general events rime events glaze events 

POFA 0.0412 0.1413 0.4286 

POD 0.93 0.8875 0.5714 

TSS 0.77 0.6275 0.5464 

Accuracy 0.8623 0.7826 0.9528 

Misclassification 0.0797 0.1594 0.0472 

 

b. Conditional inference trees (ctree) 

The second CART model created to test general icing events as well as rime and 

clear icing events was ctree. Conditional inference trees are similar to rpart trees; 

however, the generated trees result in both a probability that icing events will occur as 

well as a true or false response.  

1) GENERAL ICING EVENTS 

The trees generated by the ctree method for general icing events are shown below 

in Figure 11. For each split a p-value, or probability value, is given to represent the 

significance of the predictor chosen for each node. However, instead of a simple true or 

false response, the end node displays the number of observations used in each node as 

well as gray bars which determine the probability of an icing event. 

For a general icing event, the ctree model trees created were similar to the trees 

created using rpart, which is supported by the fact that the generation processes both use 

recursive partitioning. The RUC test set model, with five terminal nodes, showed that 

given a high relative humidity on the summit, indicative of the presence of clouds and 

freezing fog, and dewpoints of -2°C or colder, it is highly likely that an icing event will 
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occur. If the dewpoint is greater than -2°C, but temperatures are below freezing and wind 

speeds are greater than 35 knots, the model shows that icing is also likely to occur. 

While it was far less likely, the model indicates a slight chance of an icing event 

occurring with lower relative humidities, below 97%, and much colder temperatures, of -

13°C or less. These events, those that occur in a drier and much colder atmosphere, have 

posed the biggest forecasting challenge in past research. Part of the goal in Chapter 4 of 

this paper will be to examine and perhaps resolve the issues with such events in the 

automation of the AWSP. 

The ctree generated for the 70/30 split for general events, containing five terminal 

nodes, was very similar; the only difference was found in the exclusion of dewpoint. 

Instead, it shows that given a high relative humidity, and temperatures between -2°C and 

-13°C, an icing event is likely to occur. In a few cases of temperatures above -2°C, icing 

is also likely to occur with winds greater than 33 knots. 

 

 

 

 

Figure 11. Conditional inference trees for the RUC test set model (left) and 70/30 split model 

(right) generated for general icing events 
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2) RIME ICING EVENTS  

In Figure 12 the conditional inference trees generated for rime icing events are 

displayed. As was the case with the two rpart generated trees, the tree structure for the 

RUC test set model and the 70/30 split ctree model are very similar. Once again the only 

exception seems to be dewpoint temperature. 

According the RUC test set model, which contains seven terminal nodes, an icing 

event is very likely to occur with temperatures are -9°C or less; however, unlike general 

events, rime events are shown to be very likely with relative humidities of as low as 90%. 

Conceptually this fits, as rime ice typically forms in very cold temperatures and 

atmospheres with lower liquid water contents. As shown in the tree, rime ice even 

occasionally occurred at relative humidities of less than 90%. This may be characteristic 

of mountainous areas where additional adiabatic lifting supports the formation of 

supercooled water droplets even with a lack of moisture. 

Less likely, though still possible, are icing events that occur when the temperature 

is warmer than -9°C. Though if the atmosphere is saturated, the model shows that with 

wind speeds below 36 knots, and wind direction greater than 180° rime icing is also 

possible. The prevailing west or northwest wind direction in New England explains the 

significance of wind direction, and again the typical winter wind speeds on the summit 

may possible explain the wind speed threshold as well. 



55 

 

The 70/30 split model, which contains six terminal nodes, shares similar 

thresholds; however, does not include dewpoint temperature. Instead it indicates that rime 

icing occurs with temperatures below -9°C and in a saturated environment with humidity 

greater than 90%. In the case of rime icing that occurs in a saturated environment, but 

with temperature warmer than -9°C, the model than goes directly to checking wind speed 

and direction, omitting dewpoint. 

 

3) GLAZE ICE EVENTS 

The ctree trees created for glaze ice events appear to be generally identical to one 

another (Figure 13). Both of the models are also reminiscent of the predictors and 

thresholds used in the rpart models. The selected predictors, dewpoint temperature and 

wind speed, were also chosen for the rpart tree as the first two splits, and the node values 

are virtually the same.  

It appears that with higher, or warmer dewpoint temperatures, as well as wind 

speeds above 38 knots, a glaze icing event may occur. However, given the small number 

of true responses in an already small data set used for the split, it isn‟t very likely. On the 

other hand, the model seemed very confident that with colder dewpoints and a lower 

Figure 12. Conditional inference trees for the RUC test set model (left) and the 70/30 

split model (right) generated for rime icing events 



56 

 

wind speed, glaze ice would not occur. As glaze ice typically forms in areas of higher 

liquid water contents, a warmer or higher dewpoint temperature would make sense; hence 

the certainty of a non-event with colder dewpoints. However, the model does not have 

this confidence in predicting the occurrence of glaze ice, indicating a low overall model 

performance. This will be further examined in the analysis of the performance metrics for 

conditional inference.  

4) SUMMARY AND PERFORMANCE METRICS FOR CTREE 

Conditional Inference trees use a statistical significance test at each node split; 

however, the basis of the technique is generally the same as that used in recursive 

partitioning. It may be for this reason that there is an agreement in performance metrics 

between rpart and ctree for all three of the icing scenarios examined.  

 

 

Figure 13. Conditional inference tree for both the RUC test set model and the 70/30 

split generated for glaze ice events 
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i. RUC test set 

Table 10 below displays the performance metrics calculated for conditional 

inference, which are exactly the same as the metrics calculated from rpart. General and 

rime icing both had a very low POD, and a relatively high POFA, indicating once again 

the over prediction of events when using RUC model data. The TSS was below the 

threshold for real world usefulness for general icing, and just above for rime icing events; 

however, given the large number of true negatives, there is little usefulness in real world 

forecasting. The overall accuracy was relatively high, and the misclassification for each 

was represented by the large number of true negatives.  

For glaze ice events, the conditional inference model also showed difficulty in 

correctly identifying an event. The POFA was high, while the POD and TSS values were 

very low. The overall accuracy and misclassification errors also echoed the values 

calculated for rpart, giving a high accuracy in predicting non-events and a struggle in 

correctly identifying glaze icing Again, while it is good to know conditions when glaze 

would not occur, the model would have little usefulness in forecasting when a glaze event 

would actually occur.  

Table 10. Conditional Inference metrics for the RUC test set model  

 general events rime events glaze events 

POFA 0.2077 0.2660 0.3333 

POD 1 0.9524 0.25 

TSS 0.2286 0.4153 0.2336 

Accuracy 0.8043 0.7609 0.8986 

Misclassification 0.1957 0.2391 0.1014 
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ii. 70/30 split test set 

Once again, the performance metrics for the 70/30 showed to be much better than 

those for the RUC test set model (Table 11). General icing events for conditional 

inference were in agreement with those of the rpart model. The POD was 93%, the 

POFA was a little more than 4%, and the TSS was 77%. Overall accuracy was 86% and 

only about 8% of the hours were misclassified. All these values suggest a very good 

performance and usefulness in operational forecasting. 

Conditional inference for rime icing events showed different, but still good results 

as compared with the rpart model. The POD was 86% and the POFA only about 10%. 

Given the higher POFA, the TSS was 68%. While this value is lower it is still above the 

40% threshold (Wilks 2005). Overall accuracy was 80% and misclassification error was 

low at 14%. Again, these metrics show a very good performance for rime icing and may 

be useful in real world forecasting.  

On the other hand, the model for glaze icing seemed to struggle once again. The 

POD, POFA, and TSS values were 0%. This is because in the case of conditional 

inference, none of the glaze icing events were correctly identified. However, despite this, 

the accuracy was still 94% and the misclassification only 5%. Again, this is due to the 

number correctly classified non-events and does little to aid in operational forecasting of 

glaze ice events. 

Table 21. Conditional Inference metrics for the 70/30 split model 

 general events rime events glaze events 

POFA 0.0412 0.1023 0 

POD 0.93 0.8625 0 

TSS 0.77 0.6825 0 

Accuracy 0.8623 0.7971 0.9449 

Misclassification 0.0797 0.1449 0.0551 
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c. Bagging (bootstrap aggregation) 

Unlike rpart and ctree, bootstrap aggregation does not create a single tree. Instead 

it uses a number of data resamples to create a number of trees. As described in Chapter 2, 

this process is very time consuming, and the output can be very large and confusing. Both 

rpart and ctree use a single tree to present the most significant predictors in the model. 

However, because bootstrap aggregation or bagging contains multiple trees, variable 

significance is determined through average improvement of the misclassification error in 

the creation of all the trees. The predictor with the most improvement is considered the 

most significant.  

1) GENERAL ICING EVENTS 

For general events, the „best‟ RUC test set model or the model with the smallest 

misclassification error used 25 bootstrapped samples, and consequently, created 25 trees. 

Figure 14 below shows the trees generated from the 15
th

 and 25
th

 samples. While not all 

the trees held the same predictors as these, the majority had relative humidity as a root 

node and temperature as one of the first child node. This suggests that, similar to both 

rpart and ctree, these two predictors were also the most significant within the bagging 

model. Additionally, dewpoint and wind speed were used occasionally, though those 

predictors were far less significant.  

Similarly, the „best‟ 70/30 split model also used 25 bootstrapped samples, and 

created 25 trees. Figure 14 below again shows the tree generated, this time from the 3
rd

 

and 15
th

 samples. Again, the majority of these trees showed relative humidity as the root 



60 

 

node, and used temperature as one of the first child nodes. Additionally, wind speed was 

used for multiple child nodes in these bootstrapped samples. 

 

 

2) RIME ICE EVENTS 

The „best‟ RUC test set model for rime ice events used fewer samples than the 

model for general events, generating only 10 trees, the 3
rd

 and 5
th

 of which are shown in 

Figure 15 below. The majority of the 10 trees had temperature as the root node, with 

relative humidity as the next child node. Like general events, this is similar to both the 

rpart and the ctree model in choice of predictors.  

Figure 14. 15th bootstrapped tree (left) and 25th bootstrapped tree (right) for the RUC test set 

are shown above. 3rd bootstrapped tree (left) and 15
th

 bootstrapped tree (right) for the 70/30 

split are shown below; both sets of trees from the bagging model for general icing events 
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While this model for rime did use fewer subsamples then general events, the trees 

generated were slightly larger. Temperature and relative humidity are used to build the 

first part of the trees; however the remaining nodes don‟t appear to have specific 

predictors. Instead dewpoint, wind speed, and wind direction seem to shuffle between 

nodes depending on the tree. This suggests that while the latter three predictors are used 

in tree creation, the only significant variables are relative humidity, and to a lesser extent, 

temperature.  

Unlike the RUC test set model, the „best‟ 70/30 split model generated 25 trees, the 

10
th

 and 20
th

 of which are displayed in Figure 15 below. The majority of the trees use 

temperature as the root node, with relative humidity as the second child node. Like the 

RUC test set model, though, the rest of the child nodes are relatively scattered between 

wind speed, wind direction, and dewpoint. Again, this suggests that the most significant 

variables in the case of bagging are temperature and relative humidity. 

Figure 15. 3rd bootstrapped tree (left) and 5th bootstrapped tree (right) for the RUC test 

set model are shown above. 10th bootstrapped tree (left) and 20th bootstrapped tree 

(right) for the 70/30 split are shown below; both generated from the bagging model for 

rime ice events 
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3) GLAZE ICE EVENTS 

Figure 16 below shows several of the generated trees from the 50 bootstrapped 

subsamples used in the „best‟ RUC test set bagging model for glaze ice events. In many 

of the trees generated, either wind speed or dewpoint were used as the root node. The 

„best‟ 70/30 split model used only 10 bootstrapped samples. Trees generated from the 3
rd

 

and 7
th

 samples are shown below. Like the RUC test set model, wind speed and dewpoint 

temperature were the main predictors used, with several trees including wind direction. 

However, for both models the response was predominately false; in other words, these 

variable were significant when the models indicated a non-event. This is similar to the 

issue encountered with both ctree and rpart, and will be further examined in later on. 

Figure 16. 10th bootstrapped tree (left) and 30th bootstrapped tree (right) for the RUC 

test set model shown on the top. 3
rd

 bootstrapped tree (left) and 7
th

 bootstrapped tree 

(right) for the 70/30 split shown on the bottom; both generated from the bagging model 

for glaze icing events 



63 

 

 

4) SUMMARY AND PERFORMANCE METRICS FOR BAGGING 

The bagging process uses a selection of random subsamples to generate a large 

number of trees. While this model mainly uses bootstrap aggregation, recursive 

partitioning is applied during the creation of the trees in order to find the optimal size and 

smallest error. This may be why, for the most part, the performance metrics are very 

similar to that of the rpart model. 

i. RUC test set 

The RUC test set model for general icing events showed a perfect POD with a 

POFA of around 21%, and a TSS value of only 20% (Table 12). All three of these values 

once again indicate an over prediction of events and show a similarity to the rpart and 

ctree models. The overall accuracy of 81% suggests a high number of correctly classified 

events, and the 20% misclassification once again represents a large number of true 

negatives. Again, this supports the over prediction noted in the POD and POFA values. 

Also similar to the rpart model, was the bagging model for rime icing events. 

The model also seemed to indicate an over prediction with the RUC model data with a 

POFA of 27% and a POD of 94%. Similar to the rpart model, the TSS value was about 

38%, a value below the threshold for usefulness in real world forecasting. The overall 

accuracy was 76% with a misclassification error of 24 %, again representing a large 

number of true negatives. 

As was the case for the previous two models for glaze icing, the bagging model 

for glaze icing also seemed to struggle. The POFA was only 10% and the POD was at 

about 56%. The 55% TSS value seems to support the subpar POFA and POD values, and 

while it is a higher value than in previous models the real world usefulness is still limited 
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due to the small number of correctly identified glaze ice events. The overall accuracy was 

94% and the misclassification was about 6%, but as with the previous models for glaze 

icing, these values are based on the model‟s ability to predict non-events very well. 

Again, while this is important, the usefulness of the model is limited due to its difficulty 

in correctly identifying when glaze ice will occur. 

Table 12. RUC test set model performance metrics by bagging (bootstrap aggregation) 

 general events rime events glaze events 

POFA 0.2016 0.2661 0.1 

POD 1 0.9529 0.5625 

TSS 0.2571 0.4058 0.5543 

Accuracy 0.8116 0.7609 0.9420 

Misclassification 0.1884 0.2391 0.0579 

 

ii. 70/30 split test set 

The 70/30 split bagging models also showed a marked improvement over the 

RUC test set metrics (Table 13). For general events, the POD was 96% with a POFA of 

slightly less than 7%. The TSS value was 75%, slightly less than that of rpart or ctree, 

but still a decent value as compared to the 40% threshold (Wilks 2005). The overall 

accuracy was about 89%, with a misclassification of only 8%. 

For rime icing, the results were also very good. The POD was 87.5% and the 

POFA was the lower than the preceding models at just under 7%. The TSS was also 

better than both rpart and ctree at 77%. 10% of the hours were misclassified and the 

overall accuracy of the model was 83%. 

Glaze icing once again showed a marked struggle, though it performed better 

than conditional inference. The POD was only 42% and the POFA was relatively high at 

50%. The TSS is 40%, right on the threshold for real world forecasting; however, the 

high POFA reduces the usefulness of this model considerable. The overall accuracy was 
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87% with only 7% of the hours misclassified, once again representing the amount of 

correctly classified non-events. 

Table 13. 70/30 split performance metrics generated by bagging (bootstrap aggregation) 

 general events rime events glaze events 

POFA 0.0679 0.0667 0.5 

POD 0.96 0.875 0.4286 

TSS 0.7479 0.775 0.4036 

Accuracy 0.8840 0.8333 0.8696 

Misclassification 0.0797 0.1087 0.0507 

 

d. Boosting (weighted bootstrap aggregation) 

The boosting process for generating trees, as previously mentioned Chapter 2, is 

very similar to bagging with the exception that it uses a weighting measure at each node 

based on the response. Variable importance can then be calculated through an 

examination of average misclassification error improvement over all the trees given in the 

ensemble. 

1) GENERAL ICING EVENTS 

Shown below in Figure 17 is the variable importance for a general icing events 

generated by the RUC test set boosting model. The default of 50 iterations was used for 

trees of 8 nodes. Similar to the generated trees for rpart and ctree, relative humidity 

seemed to be the most important variable, but the boosting method also deems dewpoint 

depression as significant. Dewpoint, which was also used by both rpart and ctree, was 

notably more insignificant this time.  

The frequency values for each variable were calculated through the use of the 

variable plot and are displayed by score (Figure 17). A score of 100 is considered the 

most significant or represents the variable which was used the most frequently in the tree 

generation, and as that value decreases, so does the variable importance. Relative 
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humidity had the highest score at 100, with dewpoint depression close at 88. After that 

scores decreased dramatically; none of the remaining four predictors had a score above 

28.  

Also shown below in Figure 17 are the variable importance scores generated by 

the trees for the 70/30 split. As with the RUC test set model, this model also used 8 

nodes, but kept the default 50 iterations. As immediately noted, the two sets of scores are 

virtually identical. Variable significance remains the same, the only difference found in 

the higher scores for the 70/30 split model. This is most likely due to the better predictive 

accuracy found in this model and using the 70/30 split as opposed to RUC model data.  

 

 

 

 

 

 

 

Figure 17. Variable importance scores for the RUC test set model (left) and the 70/30 

split model (right) for general icing events; generated by the boosting model 

2) RIME ICE EVENTS 

Both models generated for rime events again used trees of 8 nodes and left the 

default iteration value of 50 trees. Like the general icing events, relative humidity and 

dewpoint depression are shown to be the most significant variables in rime icing, and 

Figure 18 shows that the scores decrease dramatically in the remaining four predictors. 

Relative humidity had a score of 100 and dewpoint depression had a score of 98. 

However, the third most important variable, dewpoint, only had a score of 35. The 70/30 

Predictor SCORE (1-100) 

RH 100 

DDC 88.62 

TDC 28.45 

TC 27.39 

SPD 24.49 

DIR 21.17 

Predictor SCORE (1-100) 

RH 100 

DDC 92.50 

TDC 39.92 

TC 38.94 

SPD 36.47 

DIR 30.32 
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split model showed a similar pattern with relative humidity given a score of 100 and 

dewpoint depression a score of 90, while the rest of the predictors had scores below 30. 

Interestingly, temperature, the most significant variable in both rpart and ctree, 

was one of the least significant in the boosting scheme for the RUC test set model and the 

70/30 split model. Similarly, dewpoint depression, the second most significant variable in 

boosting, was one of the least significant in the ctree method. However, despite this 

completely opposite relationship, relative humidity was significant to all three types of 

trees.  

 

 

 

 

 

 

 

Figure 18. Variable importance scores for the RUC test set model (left) and the 70/30 

split model (right) for rime icing events; generated by the boosting model 

3) GLAZE ICE EVENTS 

For glaze events both models used 8 nodes, but the number of iterations was 

raised to 1000. This is because as compared to rime events, glaze events were very few, 

and as such caused an unbalanced test set. Subsequently, because boosting relies 

primarily on weights and weak trainers, the additional iterations allowed for more weight 

to be put on the small number of glaze events and allowed for an improvement in 

predictive accuracy. 

Predictor SCORE (1-100) 

RH 100 

DDC 90.06 

TDC 29.61 

TC 24.55 

SPD 24.35 

DIR 18.53 

Predictor SCORE (1-100) 

RH 100 

DDC 98.66 

TDC 34.94 

TC 34.20 

SPD 32.45 

DIR 29.95 
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Figure 19 displays the variable importance scores for glaze ice events. These are 

notably different than the scores for both general and rime ice events in that the scores for 

each variable seem to decrease steadily but none of them drop below 60. Dewpoint 

depression is the most significant predictor, which is similar to both ctree and rpart, but it 

also shows relative humidity as significant, a predictor used in neither of the previous 

trees. However, despite the order of significance given in the model, the steadily 

decreasing scores indicate that the model did not isolate any one or two predictors that 

were more significant that the others; essentially, the model could not find a specific 

predictor that could be used to predict a glaze ice event.  

 

 

 

 

 

 

 

Figure 19. Variable importance scores for the RUC test set model (left) and the 70/30 

split model (right) for glaze icing events; generated by the boosting model 

4) SUMMARY AND PERFORMANCE METRICS FOR BOOSTING 

The resulting performance metrics from the boosting or a weighted bootstrap 

aggregation, for both the RUC test set and the 70/30 split are displayed below in Table 12 

and Table 13.  

i. RUC test set 

The values for general icing events are similar, but slightly worse than the 

previous three models, with a POFA of 21%, a perfect POD of 100%, and a TSS only 

Predictor SCORE (1-100) 

DDC 100 

RH 98.64 

SPD 91.73 

TDC 90.87 

DIR 70.86 

TC 51.37 

Predictor SCORE (1-100) 

SPD 100 

DDC 92.96 

RH 91.69 

TDC 65.01 

TC 60.17 

DIR 59.30 
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20%. The perfect POD and relatively high POFA as well as the TSS equivalent to 

random forecasting indicate that the boosting model also seemed to overestimate general 

icing events. Further evidence of this is found in the accuracy and misclassification error, 

80% and 20% respectively, with the 20% representing the large number of true negatives. 

As for its usefulness in operational forecasting, given the 20% TSS value and the high 

amount of false positive it would be of little use in the real world (Table 14). 

Rime icing events also showed an over prediction of events in the boosting model. 

These values were lower than the previous models, but are still similar. The POFA was 

still relatively high, at 27%, and the POD was very high, at 94%. The TSS value was just 

below the threshold for usefulness in real word forecasting with a value of 38%. 

Accuracy was 75%, and the misclassification was slightly higher than for general icing 

events, at 25%. The model did detect rime ice events 94% of the time; however, it had 

false alarms about 27% of time, which limits the operational use. 

Boosting also seems to have difficulty is in correctly classifying glaze ice events; 

however, it seemed to perform the best out of the five models. As mentioned briefly 

above, this is due to the weighted bootstrap aggregation process used for boosting. 

Because it relies on weak learners and can support large numbers of iterations, the few 

number of glaze events carry substantially more weight for boosting then for the other 

types of models.  

A 14% POFA and 37.5% POD indicate the improved predictive accuracy of this 

model in classifying glaze ice events, and TSS of ~37% lies immediately below the 

threshold for real world usefulness. These values still indicate a struggle to classify glaze 

events, but are much improved over the previous models.  
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Interestingly however, are the accuracy of 92% and the misclassification error of 

only 8%. The majority of this error is due again to true negatives while the high value for 

overall accuracy comes from the large number of false negatives, or correctly identified 

non-events. Despite fairly accurate prediction of those non-events, this model still shows 

little usefulness in predicting a glaze ice event. 

Table 14. Performance metrics for the RUC test set model generated by boosting 

 general events rime events glaze events 

POFA 0.2137 0.2727 0.1428 

POD 1 0.9412 0.375 

TSS 0.2 0.3751 0.366 

Accuracy 0.7971 0.7464 0.9203 

Misclassification 0.2029 0.2536 0.0797 

 

ii. 70/30 split set 

The performance metrics for the 70/30 split model are shown below in Table 15. 

As with all the models generated with the split model, the performance did very well. 

General icing showed a POD of 95% with a POFA of only 5%. The TSS, highest of any 

of the previous models, was just over 78%. This is well above the 40% threshold for real 

world use. The overall accuracy was 87% and only about 7% of hours were misclassified. 

Rime icing also showed very decent results. The POD, though not as high as for 

general icing, was at 86% and the POFA slightly higher at 10%. Given these values, the 

TSS came out to 70%, still well above the 40% threshold for real world operational use. 

The overall accuracy was 80% with a misclassification of about 14%. 

As with the previous models, the boosting model for glaze ice also shows a 

struggle with glaze icing; however, it is also slightly better than the previous models due 

to the weight process mentioned above. The POD came out to about 76%, while the 
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POFA was perfect at 0%. The TSS showed a value of 60%, just above the threshold for 

real world used; however, given the high false alarm rate the operational use of this 

model may be limited. Similar to other models, the accuracy was high, at 97%, with a 

misclassification of only 2%. Again, these values are representing the amount of correctly 

classified non-events. 

Table 15. Performance metrics for the 70/30 split model generated by boosting 

 general events rime events glaze events 

POFA 0.05 0.1038 0 

POD 0.95 0.8625 0.7692 

TSS 0.7833 0.7025 0.6089 

Accuracy 0.8696 0.8043 0.9764 

Misclassification 0.0724 0.1377 0.0236 

 

e. Random forest 

Random forests, as previously described, generate large amounts of trees; 

however, unlike boosting and bagging, they are weakly correlated to each other. From the 

creation of these trees the hope is to get rid of, or decrease, the variability in the 

predictions. The number or trees in the forest and tree size are adjusted in an attempt to 

obtain the smallest variability. Variable importance in random forest is determined by the 

decrease in impurity or variability, called the mean Gini decrease. A large decrease 

indicates a more significant predictor, while a smaller decrease indicates a less significant 

predictor. 

1) GENERAL ICING EVENTS 

Both the RUC test set and the 70/30 split models for random forest had the 

smallest variability with the default number of trees (500). Additionally, they both used 

the default tree size, which is simply the maximum number of nodes possible given the 
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dataset or the largest possible trees. The results of these models for general icing events 

(Figure 20) were similar to that of boosting for both the RUC test set model and the 70/30 

split model. Relative humidity and dewpoint depression were noted as the most important 

variables with the largest increase in impurity. Least significant, or having the smallest 

decrease in impurity, were dewpoint, wind speed, and wind direction. The RUC test set 

model showed overall larger decreases in impurity than the 70/30 split model, perhaps 

suggesting more significance when using model data as a test set.  

 

 

 

 

 

 

 

Figure 20. The Mean Gini decrease scores for the RUC test set model (left) and the 

70/30 split model (right) for general icing events; generated by the random forest model 

2) RIME ICING EVENTS 

Displayed in Figure 21 are the mean Gini decrease scores generated by the 

random forest tree for rime icing events. Both of the models generated for these events 

used the default number of trees, 500, and the maximum possible number of nodes. 

Unlike with the general icing events, the significant variables for random forest and for 

boosting have no similarities. For the RUC test set boosting model, relative humidity and 

dewpoint depression were notably more significant than other variables. However, for the 

random forest, temperature and dewpoint were the most significant, and dewpoint 
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depression and relative humidity were not quite as important. The only similarity is in the 

least significant variables, wind speed and direction.  

The 70/30 split model had generally similar results with temperature, dewpoint, 

and relative humidity as three of the most significant variables. However, dewpoint 

depression, which was significant in the RUC test set model, showed the least 

significance in the 70/30 split model. This may be due to the redundancy of the predictor, 

as temperature, dewpoint, and relative humidity can also be used to determine the 

saturation of the atmosphere. 

 

 

 

 

 

 

 

 

Figure 21. The mean Gini decrease scores for the RUC test set model (left) and the 70/30 

split model (left) for rime icing events; generated from the random forest model 

3) GLAZE ICE EVENTS 

Both random forest models for glaze icing used the default number of trees, 500, 

and maximum tree size. The variable importance generated from these models was very 

different from that of boosting, with wind speed and dewpoint as the most significant 

predictors. However, the term significance is used very loosely in this case. In Figure 22 

the mean decrease values are given, showing that the highest decrease in impurity for the 

RUC test set model was just above 18, with the next barely over 12. Similarly, the 
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highest decrease in impurity for the 70/30 split model was just under 16, with the next not 

reaching 10. These very small increases indicate low variable importance even in the 

most significant variables, which suggests a struggle in the random forest model for glaze 

ice events.  

 

 

 

 

 

 

 

Figure 22. Mean Gini decrease for the RUC test set model (left) and the 70/30 split 

model (right) for glaze icing events; generated by the random forest model 

4) SUMMARY AND PERFORMANCE METRICS FOR RANDOM FOREST 

i. RUC test set 

The random forest model performed slightly better than but generally as bad as 

both the rpart and ctree models in predicting a general icing event. Shown in Table 16 is 

the perfect POD of 100% and high POFA of about 21%, indicating the over prediction of 

events with the model. The TSS value was found to be about 23%, which falls well below 

the 40% threshold for real world forecasting. Supporting this is the accuracy of the model 

as a whole of 80% and a misclassification error of only 20%. As with the previous 

models, the value for misclassification was due to the large number of true negatives, or 

events predicted that did not happen. 

Rime icing events tested through the random forest model were similar to the 

previous models, still indicating an over prediction when using RUC model data. The 
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POD was 95%, the POFA was 25%, and the TSS was at 44%; values indicating that 

while the random forest model is above the threshold for real world forecasting, its use is 

limited due to the high POFA value. The overall accuracy and misclassification error of 

the model were similar to the previous models with values of 78% and 22% respectively, 

with the majority of the error again due to true negatives. 

Glaze ice events, as seen with the previous four models, showed to be a struggle 

for the random forest model as well. The POFA was about 17%, with a POD of only 

33%. The TSS value was only 32%, indicating a performance nearly equivalent to 

random. This suggests the model would prove to be of little use in real world forecasting. 

The 91% accuracy as a whole and 8% misclassification error, opposite the results of the 

other values, suggest a decent performance. However, as in the previous four models, this 

is due to the number of correctly identified non-events or false negatives. 

Table 16. Performance metrics for RUC test set model generated by the random forest 

models 

 general events rime events glaze events 

POFA 0.2077 0.25 0.1667 

POD 1 0.9529 0.3333 

TSS 0.2286 0.4435 0.3246 

Accuracy 0.8043 0.7753 0.9130 

Misclassification 0.1956 0.2246 0.0797 

 

ii. 70/30 split model 

As with the previous four models, the 70/30 split also performed very well for 

general and rime icing events with the random forest model (Table 17). General icing 

showed a POD of 97% with a POFA of only 8%. The TSS, while noted as the lowest of 

the five models at 67%, was still above the threshold for real world use. The overall 

accuracy was 86% while just fewer than 9% of hours were misclassified. 
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Rime icing also showed decent results with a POD of 87.5% and a POFA of about 

10%. The TSS was above the 40% threshold with a value of 71.5%. The overall accuracy 

of the model for rime icing was just over 81%, while 13% of icing hours were shown to 

be misclassified. 

Very interesting results were noted for glaze icing events. The POFA was shown 

to be 71%, while the POFA was just over 16%. The TSS was 71%, which is well over the 

40% threshold for real world forecasting. However, while these results may look decent 

they may be misleading. Of the 127 recorded hours used for the glaze icing model, only 7 

glaze icing hours were reported. From these 7 hours, 5 were correctly classified. While 

this is a good performance, there are not enough recorded hours for these results to be 

statistically significant. 

However, what were noted as significant were the accuracy of almost 98% and 

the misclassification of only 2%. Again, these values are represented by the large number 

of correctly classified non-events, especially in this case as 119 out of 127 hours were 

reported as non-glaze events. This is certainly interesting, but as with the previous 

models this does little to aid in operational forecasting of glaze icing in complex terrain. 

Table 17. Performance metrics for the 70/30 model generated by random forest 

 general events rime events glaze events 

POFA 0.0849 0.1026 0.1667 

POD 0.97 0.875 0.7143 

TSS 0.67 0.715 0.7059 

Accuracy 0.8551 0.8116 0.9764 

Misclassification 0.0869 0.1304 0.0236 
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f. Summary 

In this chapter a thorough analysis of five CART methods was completed for 

general, rime, and glaze ice events. From each tree created performance metrics were 

calculated and used to determine the predictive accuracy of each model. General and rime 

ice events seemed to perform relatively well, with the biggest issue found in the number 

of false positives that occurred. Glaze icing, on the other hand, seemed to cause 

difficultly within the models. While non-events were predicted well, there were many 

true negatives or hours in which the model predicted glaze icing when it did not occur. 

Further discussion of these results can be found in Chapter 5. 
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CHAPTER 4 

4. AWSP automation 

a. Introduction 

Given in the upcoming chapter is a detailed examination of the creation and 

utilization of the AWSP algorithm. This algorithm was originally designed to act as a 

decision tree, an overall subjective process in which a user can manually work through 

each branch to come up with a suitable icing forecast. While this process is effective, it is 

also time consuming and can result in a human error which increases the variability of the 

forecasts. The goal in the automation of the AWSP was to integrate model data, such as 

model data from the RUC and the NAM, to create a more efficient forecast tool for the 

prediction of low level icing in complex terrain. This chapter is a detailed examination of 

the creation and utilization of this automated AWSP algorithm. 

b. AWSP structure 

As discussed in Chapter 1, icing occurs given certain atmospheric conditions; 

specific values of moisture, temperature, water droplet size, cloud type, and lifting all 

play a part in the formation process. The values of these variables vary depending on the 

type of front or system that is, or is not affecting the region of interest. Based on these 

frontal or non-frontal situations, the AWSP algorithm is split into three branches: non-

frontal (in clouds), warm frontal, and cold frontal (or deep low). 

1) NON-FRONTAL (IN CLOUDS) 

While most often lift is associated with a front or frontal system, there are other 

sources, one of which is areas of clouds which are not associated directly with a cold or 

warm front. However, given the often isolated area of these clouds, the type and intensity 
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of icing that will occur is not as obvious. Depending on the saturation of the atmosphere, 

whether precipitation is present, what type of advection is currently occurring, and the 

type of cloud in which the icing is forming, the type and intensity will vary. For this 

reason, the non-frontal/in clouds branch of the AWSP contains the most variables. The 

complexity of this branch can be noted in Figure 23. 

 

Figure 23: Non-frontal/in clouds branch of the AWSP (Stanley et al. 2002) 

2) WARM FRONTAL 

Icing associated with a warm front is often widespread, especially compared to an 

in-clouds or cold frontal occurrence. This is due the gentle lifting and spreading of the 

warm air mass, which creates a large stratus shield around and ahead of the front. Within 

this shield, which can extent to 300 miles ahead of the front, is where icing is the most 

common (Stanley et al. 2002). Given the saturated nature of a warm frontal area, only 

temperature and cloud type are used as variables in this branch. Additionally, because of 

the more gentle nature of the lift associated with a warm frontal boundary, the AWSP 

algorithm classifies any icing within this branch as light (Figure 24).

 

Figure 24: The warm frontal branch of the AWSP (Stanley et al. 2002) 
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3) COLD FRONTAL (DEEP LOW)  

Unlike a warm front, icing associated with a cold front is often rather sporadic 

because of the convective nature of the clouds and the smaller horizontal extent. 

However, for these same reasons it also tends to be more intense, especially when it is 

associated with a strong, or deep low. The additional lift from a strong low increases the 

likelihood of supercooled water droplets aloft, especially in the area 100 miles behind the 

front (Stanley et al. 2002). The AWSP algorithm takes this into account, classifying the 

icing intensity associated with a deep low or cold front as moderate regardless of the type 

(Figure 25). 

Cold fronts also supply a much deeper layer of lifting than that of a warm front. 

For this reason, many icing events in complex terrain are often associated with the 

passage of a cold front. In fact, in three year study of icing events in the White and Green 

Mountains, Ryerson (1988) found that 52% of icing events were associated with a cold 

frontal passage. As winds accelerate up the mountainsides, adiabatic lift acts to not only 

saturate, but quickly cool the air. This process, as mentioned in Chapter 1, can lead to the 

formation of supercooled water droplets, and in turn can cause icing at the mountaintops, 

the type depending on the cloud type associated with the front. Because the main idea of 

this research is icing prediction within complex terrain, the majority of the focus of this 

chapter will be on this cold frontal branch of the AWSP algorithm shown below in Figure 

25. 

 

Figure 25: The cold frontal/deep low branch of the AWSP (Stanley et al. 2002) 



81 

 

c. Automating the AWSP 

In the automation of the AWSP, the thresholds for temperature and dewpoint 

depression (spread) are similar to that used by Stanley et al. (2002). However, given the 

differing content of the ETA model data previously used as compared to the RUC model 

data used for this research, the values and variables used for advection, cloud type, and 

frontal situation were adjusted. 

For advection type and intensity, Stanley et al. (2002) utilized the advection term 

given within the ETA model data. Unfortunately, the RUC model data do not have this 

term. For this reason, wind speed and direction within the lowest 10,000 feet were used. 

Warm air advection was categorized by veering, a positive or clockwise turning of the 

winds with height. With little to no change in both direction and speed with height, the 

advection was considered neutral. Cold air advection was categorized by backing, a 

negative or counterclockwise turning of the winds with height. Cold air advection was 

considered weak when winds backed 45° or less and the wind speeds were low, 10 knots 

or less. On the other hand, strong advection was classified by winds backing more than 

45° within the layer and when wind speeds were greater than 10 knots. 

The variable used for cloud type was also adjusted. Previously in Stanley et al. 

(2002) cloud type was categorized by the maximum vertical velocity value given in the 

ETA model data. Again, this term was not given within the RUC model data. Instead, an 

analysis of dewpoint depression values from the surface to around 40,000 feet was used. 

Statiform cloud layers are typically fairly thin and usually are not found much above 

7,000 feet or so. On the other hand cumuliform clouds, especially within areas of 

convection, can extend from near the surface to higher than 30,000 feet. Examining the 
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layers of low dewpoint depression values within the interpolated soundings was used to 

infer cloud type. 

For the AWSP automation, dewpoint depression values from 700 mb and 300 mb 

were examined since 700 mb typically occurs around 7,000-8,000 feet in the mid-

latitudes, above the typical height of a stratus layer. If the dewpoint depression values at 

700 mb were dry, or more than 3°C, this indicated a stratiform cloud layer again because 

these clouds do not extend much above 7,000 feet or so. However, if the values at 700 mb 

were saturated, or nearly so (3°C or less), but the values at 300 mb were relatively dry, 

this suggests a cloud layer not thick enough to be considered convection, but simply a 

general cumuliform layer. Dewpoint depression values saturated at both 700 mb and 300 

mb suggests a cloud layer with enough lift for it to extend through the majority of the 

atmosphere; typically this vigorous cumiliform layer is convective in nature though that 

is not always the case. While these values are a decent inference of cloud type, it is 

important to note that they do not take into account stability; a topic perhaps for further 

research. 

The last change made in the automation of the AWSP was in the determination of 

the forecasted frontal type or situation. There are various tools in which a visual analysis 

of the expected frontal situation can be done; however, after some exploration it was 

found there was no good way to quantify these analyses. For this reason, the AWSP 

automation created for this research uses a manual input for the frontal situation. 

d. Results of the AWSP automation 

After the AWSP automation was complete, it was then utilized for the October 

2010 to April 2011 winter season in the White Mountains. For this time period, RUC 
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interpolated soundings were collected for the Mount Washington area and adjusted for 

adiabatic lift. The adjusted values were run through the automation to predict icing type 

and intensity, and then compared to in situ observations from the same time period. 

1) ICING TYPE PERFORMANCE 

As noted previously in Chapter 3, decision tree schemes seem to over-predict 

general and rime icing events in complex terrain when using adiabatically adjusted RUC 

model data. Additionally, both struggle to identify glaze ice. The AWSP algorithm is a 

real world example of these decision trees, and had some very similar results. Glaze icing 

still seemed to cause a struggle, and the results for both general icing events and rime 

icing events again seemed to show an over-prediction. 

(i) General icing events 

A statistical analysis of general icing events for the five CART models generated 

by the RUC test set showed similar results. Values for the probability of detection (POD) 

were around 100%, and the probability of false alarm (POFA) for each model was at 

20%. The true skill statistic (TSS) values varied between 20% and 25% (Table 18). 

As seen in Table 18 below, the AWSP algorithm showed performance metrics 

almost similar to the CART performance metrics for general icing events. Like the CART 

methods, the POD was a perfect 100%. On the other hand, the POFA was a relatively 

high 25%. Because of the high false alarm ratio, the TSS value was only about 3%, well 

below the 40% threshold for real world usefulness. These results, specifically the high 

POFA, seem to indicate that the RUC model data once again over-predicted icing events, 

limiting the operational forecasting use. 
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Table 38. CART and AWSP performance metrics for general icing events 

 rpart ctree bagging boosting rforest AWSP 

POFA 0.2077 0.2077 0.2016 0.2137 0.2077 0.2519 

POD 1 1 1 1 1 1 

TSS 0.2286 0.2286 0.2571 0.2 0.2286 0.0286 

 

(ii) Rime icing events 

Generally for rime ice events, the POD for the five CART models generated from 

the RUC test set was around 94% to 95%, or of all the hours on which rime occurred 

95% of those were correctly predicted. The probabilities of false alarm on the other hand, 

were between 25% and 28% in each of the models. This gave the overall TSS to be about 

40% (Table 19). 

The performance metrics for rime icing events also noted the over-prediction of 

events found in through the CART methods. For the majority of the hours the algorithm 

predicted rime icing, giving it a perfect POD value of 1. This seems to suggest good 

overall model performance; however, the POFA of .36 is the issue. Two thirds of this 

36% represents hours on which rime icing was forecasted to occur, but no icing occurred. 

The other one third represents hours on which rime icing was forecasted to occur when 

actually glaze or mixed icing was reported. Because of this very high POFA, the TSS 

comes out to only .04 or 4%, well below the threshold for real world usefulness. Again 

using RUC model data as input for the AWSP automation seems to over predict events, 

limiting its operational use. 

Table 19. CART and AWSP performance metrics for rime icing events 

 rpart ctree bagging boosting rforest AWSP 

POFA 0.2660 0.2660 0.2661 0.2727 0.25 0.3582 

POD 0.9524 0.9524 0.9529 0.9412 0.9529 1 

TSS 0.4153 0.4153 0.4058 0.3751 0.4435 0.04 
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(iii) Glaze ice events  

The results from the AWSP automation for glaze icing also corroborated with the 

CART model analysis for glaze icing. Both the statistical models and the AWSP showed 

a marked struggle in predicting glaze ice events; all five CART models were able to 

identify when glaze icing was not going to occur, but were not able to build an accurate 

model for when it did occur. The AWSP algorithm also provided evidence of this 

struggle as only one of the glaze ice events reported on the summit was correctly 

predicted; the remaining events were identified as rime ice events. 

(iv) Summary and analysis of icing type results 

Through the use of RUC model data, the AWSP automation showed an over 

prediction in both general and rime icing events. It is important to note, though, that the 

issue here may come from the use of the adiabatically adjusted values. Generally, using 

the parcel LCL height as a cloud base estimate around the summit was quite accurate and 

the adjusted temperature and dewpoint values were very close to the give in situ values 

observed on the summit. However, there were a number days on which the parcel LCL 

from the RUC model data was noted to be below summit height, suggesting a saturated 

atmosphere when actually the summit was not in the clouds.  

To attempt to somewhat alleviate this issue the in-situ cloud cover data was more 

thoroughly examined. In general, if clear skies or partly clear skies are being reported an 

aviator would not be concerned about flying through the given area. As such, each hour 

on for few, scattered, broken, or overcast clouds had been reported were reexamined. 
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Those that reported these cloud layers well above summit height were then removed. 

Shown in Tables 20 and 21 are the recalculated performance metrics. 

Table 20. Performance metrics for general icing with adjusted AWSP values shown in 

the AWSP** column 

 rpart ctree bagging boosting rforest AWSP AWSP** 

POFA 0.2077 0.2077 0.2016 0.2137 0.2077 0.2518 0.1140 

POD 1 1 1 1 1 1 1 

TSS 0.2286 0.2286 0.2571 0.2 0.2286 0.0286 0.0714 

 

Table 21. Performance metrics for rime icing with adjusted AWSP values shown in the 

AWSP ** column 

 rpart ctree bagging boosting rforest AWSP AWSP** 

POFA 0.2660 0.2660 0.2661 0.2727 0.25 0.3582 0.2389 

POD 0.9524 0.9524 0.9529 0.9412 0.9529 1 1 

TSS 0.4153 0.4153 0.4058 0.3751 0.4435 .04 0.069 

 

A marked improvement is noted in the metrics for general icing as the POFA was 

reduced to just over 11%. The TSS value also showed a slight improvement from 2% to 

7%, higher but still unacceptably low. On the other hand, the metrics for rime icing did 

not improve nearly as much. The POFA was reduced only to 24%, and the TSS increased 

only to ~7%. This indicates that the model still has some issues with over-predicting rime 

ice events. 

It is also important to note that the 24% false alarm ratio for rime icing events are 

a percentage of hours. In total, RUC model data were collected for 138 hours, this 

number reduced to 119 after removing partly cloudy hours. Of these hours 24% or about 

34 hours were true positives, or over-predicted. Omitting hours on which rime ice was 

predicted when glaze was reported only 10%, or about 13 of these hours had rime ice 

forecast when there was none. This is equivalent to just over a half day. So, of the 19 
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freezing fog days in the October 2010 to April 2011, only about a half day of rime events 

were over predicted through the use of the AWSP. So, while the TSS value suggests little 

usefulness in real world forecasting, it may be skewed given the time scale.  

In the case of low-level icing in complex terrain, especially when concerning the 

aviation industry, a slight over-prediction may be overlooked as it would be much wiser 

to be safe rather than risk losing expensive equipment and, more importantly, lives. 

However, too much over-prediction will reduce the usefulness of this algorithm. The 

general rule of thumb for any pilot is to avoid any area of expected icing at all costs. If 

icing is frequently over-forecasted, it could cause long term grounding of flights, or large 

deviations in flight routes. Both of these would not only cause inconveniences to both 

passengers and airport personnel, but it would also use up resources and consequently 

accumulate expenses. However, the above results suggest not even a day of over-

prediction out of 19 days. 

Aside from this over prediction, the AWSP also showed a marked weakness in 

predicting glaze ice events. One possible reason for this is the presence of precipitation. 

Typically glaze ice occurs in temperatures near or just below freezing, or in freezing rain 

events. However, it can also occur with other types of precipitation, particularly if 

temperatures are near 0°C. About a third of the hours in which glaze was reported on the 

summit, the in situ weather observations also recorded very light precipitation of some 

type. With temperatures hovering right near freezing mark, this precipitation could easy 

have become semi-frozen and adhered itself to the surface. 

Another possible reason for the weakness in predicting glaze events could be 

because the AWSP algorithm and RUC model data do not take into account the presence 
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of an inversion layer. If the base of an inversion is just below the summit height and 

temperatures there are right near freezing with a slightly warmer layer above, it would 

allow for supercooled droplets to form in the area of subfreezing temperatures below the 

summit before being lifted and encountering the warmer layer aloft. Once in this warmer 

layer, the supercooled droplets would not immediately freeze on contact with a surface, 

allowing for a layer of glaze ice to form. 

On both October 9
th

 and October 10
th

 glaze ice was reported at the summit, but 

the AWSP automation through the use of RUC model data as input, predicted a rime ice 

event in both cases. However, shown in Figure 26 are the Skew-T diagrams from the 

RUC interpolated sounding data from 21Z on the 9
th

 and 3Z on the 10
th

. In each case 

there is an increase in temperature near or just below the summit height and temperatures 

beyond the base of the inversion were just above freezing. This corroborates the theory 

above and may be a big reason for the model‟s inability to correctly predict glaze ice 

events. 

Figure 26. RUC interpolated Skew-T for 21Z on 9 October 2010 (left) and 3Z on 10
 

October 2010 (right) 
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2) ICING INTENSITY PERFORMANCE 

Through the AWSP decision tree scheme each type of icing is identified with an 

intensity of trace, light, moderate, or severe. Using the RUC model data all the icing 

occurrences were predicted as rime; however, the intensities differed. All of the 131 

predicted rime icing hours were predicted as moderate rime events. However, the in situ 

observations only reported trace rime.  

This intensity issue may be found partially in the nature of cold frontal icing in 

complex terrain. As noted in Chapter 2, the days on which only freezing fog and no 

precipitation was reported were used for this research. Also noted was the fact that the 

majority of the events used occurred with a W or NW wind direction. This indicates that 

these types of freezing fog events occurred predominantly after the cold frontal passage, 

when the atmosphere was beginning to dry out. So, while icing associated with the cold 

frontal boundary is typically moderate in intensity, the fact that these events occurred 

post-frontal could perhaps attest to the lighter intensity. 

An additional, less significant reason for the misclassified intensity hours could be 

due to a number of things, perhaps one being a difference in intensity definitions. The 

AWSP classifies trace, light, moderate, and severe according to FAA and aviation 

standards. On the summit of Mount Washington, observers classify these intensities using 

those same guidelines but the process is subjective and varies widely throughout the 

aviation industry. This may cause some small, but notable discrepancies in the 

measurement of icing intensity.  
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e. Summary   

Chapter 4 has given a detailed summary of the AWSP automation. The algorithm 

was constructed using RUC interpolated sounding data from the Mount Washington area 

from the study period. To take into account the correct summit height and the extra lift 

associated with mountainous terrain, an adiabatic adjustment was completed on the 

variables. These new adjusted values were then input into the automated AWSP. It was 

found that the model data over predict rime icing events because of the use of parcel LCL 

in the adjusted values, and also struggle with glaze icing because inversion height is not 

accounted for within the AWSP algorithm. These conclusions will be discussed in further 

detail within Chapter 5. 
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CHAPTER 5 

5.    Discussion and Conclusions 

a. Introduction 

The following chapter gives a discussion and the conclusions of the entirety of 

this research. Chapters 1 and 2 introduced the topic of research and provided a detailed 

background and history, and also described the data and methodologies used to complete 

this research. Chapter 3 gave an in depth statistical analysis through the use of the CART 

decision tree methods and examined the predictive accuracy of each model for general, 

rime, and glaze ice events. Chapter 4 looked at the automation of the AWSP algorithm, a 

real world example of a decision tree, and examined predictive accuracy through the use 

of RUC model data. This chapter will give a more detailed summary and conclusions 

from the results of each chapter. Additionally it will supply a number of suggestions for 

future work on this topic. 

b. CART statistical analysis: discussions and conclusions 

In Chapter 3 a detailed statistical analysis was completed through the use of five 

CART decision tree methods: recursive binary partitioning (rpart), conditional inference 

(ctree), bootstrap aggregation (bagging), boosting, and random forest. For each model a 

tree was created for general, rime, and glaze icing events, and performance metrics 

calculated through confusion matrices. A number of conclusions were found from the 

results. 

1) RESULTS FOR GENERAL ICING EVENTS 

Table 22 below shows the performance metrics for general icing events for each 

of the classification tree models created with RUC model data as a test set. Notable 
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immediately is the perfect POD of 100% for all five models. As previously mentioned, 

operational forecasters generally strive towards a high probability of detection, but a 

perfect value is unrealistic in the real world. Why then did the models generate a 100% 

POD? This issue is found in the POFA. For each of the models, 20% of the icing hours 

were found to be false alarms. Essentially, the model predicted icing for a majority of the 

time. Because of such a high POFA, the TSS values were generally between 20 and 25%, 

much lower than the 40% threshold for real world usefulness (Wilks 2005).  

Table 22. CART performance generated by the RUC test set models for general icing 

 rpart ctree bagging boosting 
random 

forest 

POFA 0.2077 0.2077 0.2016 0.2137 0.2077 

POD 1 1 1 1 1 

TSS 0.2286 0.2286 0.2571 0.2 0.2286 

Accuracy 0.8043 0.8043 0.8116 0.7971 0.8043 

Misclassification 0.1957 0.1957 0.1884 0.2029 0.1956 

 

In real world forecasting, particularly in the aviation industry, forecasters tend to 

err on the side of caution; grounding or diverting a plane is much better than ignoring the 

possible icing threat and ending up with crash. As such, a higher false alarm rate may be 

acceptable; however, eventually cost overweighs caution. Keeping flights grounded for 

long period of time and making a long diversion in flight path not only builds up costs 

very quickly, but it also causes inconviences for both passengers and airline employees. 

For this reasons, aviation forecasters would hesitate to utilize a model with such a high 

false alarm rate.  

As shown in Table 23 below, the performance metrics for general icing for each 

of the models generated with the 70/30 split data are much better as compared to the 

RUC test set model. The POD‟s ranged from 93% to 97%, with POFA‟s of no greater 
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than about 8.5%. Additionally, the TSS values were between 67% and 78%. Overall 

accuracies were in the mid to high 80% range, while no more than 9% of hours were 

misclassified. 

Table 23. CART performance metrics generated by the 70/30 split models for general 

icing 

 rpart ctree bagging boosting 
random 

forest 

POFA 0.0412 0.0412 0.0679 0.05 0.0849 

POD 0.93 0.93 0.96 0.95 0.97 

TSS 0.77 0.77 0.7479 0.7833 0.67 

Accuracy 0.8623 0.8623 0.8840 0.8696 0.8551 

Misclassification 0.0797 0.0797 0.0797 0.0724 0.0869 

 

These are all very good values, but are they useful? The models themselves were 

generated with the Mount Washington in-situ data collected from the METAR reports. 

Used to test these models was another, smaller set of this same in-situ data. Essentially, 

the models are using in-situ data to test models created from in-situ data. While this 

would be okay for a subjective forecast, in which a person manually consulted model 

data to obtain the predicted values for each variable, the goal of most icing research is 

create an automated model. As noted in Chapter 4 in the construction of the AWSP, these 

automations require the input of model generated data. In this case, the results for RUC 

test set models would be the most realistic to use. 

2) RESULTS FOR RIME ICING EVENTS 

After generating models and performance metrics for general icing events, 

specific types of icing were examined including rime and glaze. Mixed ice was not 

examined in this research as it occurred on only a few hours within the icing season, not 

enough to for any results to be statistically significant.  
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Shown below in Table 24 are the performance metrics for rime icing for each of 

the five classification trees. Similar to the results for general icing, the models for rime 

icing also showed high POD; values were ranging from 94 to 95% in each case. The 

POFA values, though, were slightly higher than those for general events. The model for 

boosting showed the highest value at 27%, and random forest the lowest at 25%. Again, 

these values indicate an over prediction in the models when using RUC model data as a 

test set.  

The TSS values were slightly higher than those for general events, with values at 

or near 40%. While all the models but boosting do meet the threshold for usefulness in 

real world forecasting, the POD and POFA values suggest that the model is “too good”. 

Like the results for general events, having many false alarms will give you a much higher 

probability of detection. However, the cost of diverted and grounded flights once again 

outweighs the usefulness of adjusted RUC interpolated sounding data as input for 

operational forecasting models.  

Table 24. CART performance metrics generated by the RUC test set models for rime 

icing 

 rpart ctree bagging boosting 
random 

forest 

POFA 0.2660 0.2660 0.2661 0.2727 0.25 

POD 0.9524 0.9524 0.9529 0.9412 0.9529 

TSS 0.4153 0.4153 0.4058 0.3751 0.4435 

Accuracy 0.7609 0.7609 0.7609 0.7464 0.7753 

Misclassification 0.2391 0.2391 0.2391 0.2536 0.2246 

 

Shown below in Table 25 are the 70/30 split performance metrics for each of the 

five classification models generated for rime icing events. Again, the results show a 

marked improvement over those found for the RUC test set models. POD values ranged 

from 86% with conditional inference and boosting, to just below 89% with rpart. The 
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POFA values were slightly higher than found for general icing, with values ranging from 

6% to 14%. The TSS values were between 62% and 78%, these slightly lower values 

evidence of the higher false alarm rate. Again, these values are representative of testing 

in-situ generated models with in-situ data and as such may not be as realistic if the goal is 

to create an automated icing prediction algorithm. 

Table 25.CART performance metrics generated by the 70/30 split models for rime icing 

 rpart ctree bagging boosting 
random 

forest 

POFA 0.1413 0.1023 0.0667 0.1038 0.1026 

POD 0.8875 0.8625 0.875 0.8625 0.875 

TSS 0.6275 0.6825 0.775 0.7025 0.715 

Accuracy 0.7826 0.7971 0.8333 0.8043 0.8116 

Misclassification 0.1594 0.1449 0.1087 0.1377 0.1304 

 

3) RESULTS FOR GLAZE ICING EVENTS 

While the results of the models generated for general and rime icing events 

indicated an over prediction when using the adjusted RUC interpolated sounding data as 

a test set, the results for glaze ice did not. In fact, the results were relatively scattered 

(Table 26). The POD values ranged from bagging, 56%, to boosting at just over 12%. 

False alarm rates also varied with rpart and ctree at the highest with 33%, to bagging at 

the lowest with 10%. TSS values were between 25% at the lowest and 55% at the highest, 

the extremes representing rpart and ctree, and bagging respectively.  

These scattered results seem to indicate a struggle with the models to correctly 

classify glaze events with the given predictors. With a TSS of 55%, bagging appeared to 

be the only model that could possibly be useful in real world forecasting. However, given 

the 56% probability of detection and 10% false alarm ratio, even that model may not be 

accurate enough for operational use.  
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Table 26. CART performance metrics generated by the RUC test set models for glaze 

icing 

 rpart ctree bagging boosting 
random 

forest 

POFA 0.3333 0.3333 0.1 0.1428 0.1667 

POD 0.25 0.25 0.5625 0.375 0.3333 

TSS 0.2336 0.2336 0.5543 0.366 0.3246 

Accuracy 0.8986 0.8986 0.9420 0.9203 0.9130 

Misclassification 0.1014 0.1014 0.0579 0.0797 0.0797 

 

The models generated with the 70/30 split dataset showed the same scattered 

results (Table 27). POD values ranged from 0% with conditional inference, to 71% with 

random forest. Similarly scattered, POFA values ranged from 0% with conditional 

inference to 43% with rpart. TSS values were between 71% and 0%. Of the five 

classification tree method, one that came close to being useful was the random forest 

model. However, as mentioned in Chapter 3, this was due to a limited number of glaze 

icing events correctly classified. As such, the random forest model seemed to be of little 

use to operational forecasting as well. Boosting also looked to perform relatively well due 

to the weighted bootstrap aggregation process; however, again the unbalanced dataset 

with few glaze ice events may limit the usefulness of that model as well. 

Table 27. CART performance metrics generated by the 70/30 split models for glaze icing 

 rpart ctree bagging boosting 
random 

forest 

POFA 0.4286 0 0.5 0 0.1667 

POD 0.5714 0 0.4286 0.7692 0.7143 

TSS 0.5464 0 0.4036 0.6089 0.7059 

Accuracy 0.9528 0.9449 0.8696 0.9764 0.9764 

Misclassification 0.0472 0.0551 0.0507 0.0236 0.0236 

 

The question then remains: why did the models have such difficultly with glaze 

icing events? While part of the issue came from the unbalanced dataset, i.e. the small 

number of glaze ice events, two additional possible reasons were found after a closer 
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examination of the data. The first relates to the observed weather conditions on the 

summit. In the beginning stages of this research “icing days” were chosen by identifying 

days on which freezing fog occurred, but not precipitation. However, a more thorough 

examination showed several days on which there was very light precipitation falling, or 

snow blowing around the summit. With air temperatures right near the freezing mark, this 

precipitation or snow may melt enough to adhere to various surfaces in the form of glaze 

ice. 

The other, more significant reason for the scattered glaze icing results is found in 

the vertical temperature profiles, particularly with the presence of an inversion layer. As 

mentioned in Chapter 4, if the inversion base were near or just below summit height and 

the base of the clouds was also below summit height, this would allow for supercooled 

droplets to be lifted from a subfreezing layer into a relatively warm layer. The warmer 

temperatures could possibly slow the freezing process as the droplets adhere to a surface, 

and result in a layer of glaze icing. Noted also in Chapter 4 were several cases where 

glaze icing was reported and an inversion layer was in fact found near summit height. 

However, because the inversion layer is not accounted for in any of the five generated 

CART models, the results for glaze icing were skewed. 

c. AWSP automation and utilization: discussion and conclusions 

Chapter 4 explored the AWSP algorithm, a real world example of a decision tree 

scheme currently used by the Air Force for icing forecasts. The automation of the AWSP 

completed for this portion of the research stemmed from a previous study done by 

Stanley et al. (2002). However, this study used the RUC model for input data instead of 

the now-obsolete ETA model. In an attempt to obtain more accurate values of 
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temperature and dewpoint at summit level, an adiabatic adjustment was completed using 

parcel LCL as an assumed cloud base height.  

It was in these adjusted values that the first issue was encountered. While the 

adjusted temperature values appeared to be very accurate, the dewpoint was found to be 

misleading in a number of hours. The reason for this comes in the use of parcel LCL. 

Though the adjusted temperatures were very accurate, there were a number of hours in 

which the parcel LCL height indicated a cloud base just below summit height when in 

reality the summit was reporting partly cloudy skies and visibilities of 10 miles or more. 

This often resulted in a very high false alarm rate; the AWSP was predicting a rime icing 

event when in reality no icing actually occurred. 

If a pilot were flying in a situation like this, he or she would certain take note of 

the various cloud layers; however, if skies were clear enough or the cloud layers were 

well above the flight path, the icing threat wouldn‟t need to be considered. As such, the 

hours in which cloud layers were well above the summit, or only scattered or few clouds 

had been noted were removed from the dataset and the performance metrics reevaluated. 

In the case of general icing events, the false alarm rate was significantly reduced. It was 

also reduced somewhat for rime icing events, though only slightly as a large portion of 

that false alarm rate was caused by misclassified glaze ice events. However, even with 

those reductions the predictive accuracies were still subpar. 

It was in those misclassified glaze ice events that the second issue was found. 

Like the CART statistical models, the AWSP also shows a marked difficulty in correctly 

identifying glaze icing in complex terrain. Again, this is likely due to hours on which 
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light precipitation had been reported on the summit, and the fact that the AWSP also does 

not take into account the presence of an inversion layer.  

d. Future work 

Though many questions were answered within the scope of this paper, more 

arose. These may perhaps be used in later studies when this research may be expanded or 

other aspects studied. Several suggestions are noted below for both the statistical 

analysis, and the AWSP automation and utilization. 

1) FUTURE WORK: STATISTICAL MODELING ANALYSIS 

One portion of the statistical analysis that was immediately found lacking was that 

of mixed icing events. As mentioned in Chapter 2, an analysis of these types of events 

was not performed due to the lack of events found within the study period. Future 

researchers may find it prudent to search through multiple icing seasons and collect only 

days or hours on which mixed icing was reported. From there a detailed study could be 

performed to identify variables in the formation process and create a suitable forecast tool 

for mixed icing. 

Another portion of this research that could use improvement through future work 

is in the identification of glaze icing. It would be helpful to compile a larger number of 

hours on which glaze icing was reported to improve the reliability and confidence of the 

results. More importantly, it would be prudent to find some way for the CART models to 

account for an inversion layer at or near summit height. Evidence in this report suggest 

that this would dramatically improve the performance of the models in predicting glaze 

icing. 
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Other weather forecast models should also be considered as a source of test data. 

This research used the RUC interpolated soundings in order to examine the predictive 

accuracy of the three hour forecasts. However, it may be interesting to also examine and 

compare other interpolated sounding data, perhaps from the North American Model 

(NAM) or the Global Forecast System (GFS).  

2) FUTURE WORK: AWSP AUTOMATION AND UTILIZATION 

In the construction of the AWSP automation various variables were edited and 

adjusted to better fit the use of the adjusted RUC model data as input. However, variables 

that weren‟t included in these edits were temperature and dewpoint depressions. This 

may be a subject for further research. In previous research on this subject, Stanley et al. 

(2002) suggested expanding the dewpoint depression values to account for icing events 

that can occur in a much drier atmosphere due to the extra lift associated with complex 

terrain. In future work it would be productive to explore this further. 

As with the CART statistical analysis, the AWSP algorithm also did not take into 

account the presence of an inversion layer. Not only would this aid in the classification of 

glaze icing events, but it may also reduce the number of false alarms for rime icing. 

Additionally, it would likely improve the overall predictive accuracy of the AWSP 

through the use of adjusted RUC model data as input. 

A third, a perhaps more long term study could be done on other locations. This 

research concentrates mostly on the summit of Mount Washington; however, that only 

represents a very small area. It would be useful to expand this statistical study to include 

perhaps a larger area that includes both mountains and valleys.  
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e. Summary 

Through this research it has been shown that statistical decision tree schemes 

perform exceptionally well when using in-situ data to test in-situ generated models. 

Subjectively, this may be used as a manual forecast tool; however, more realistic for an 

automated forecast tool are the results found from the models using RUC data as input. 

While using the model data did result in an over-prediction in general and rime icing 

events and struggled in identifying glaze icing events, it also showed potential. With 

further work, including the suggestions noted above, these results could lead to an 

improvement of icing forecasts in complex terrains and reduce the risk faced by aviators. 
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